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Lecture 7 — Sparse Iteration Model I

Stanford CS343D (Winter 2025) 
Fred Kjolstad
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Course Project

lecture 7 lecture 9

today
3+1 min project pitch


per person
10+5 min project discussion


per team

lectures 11 and 12 lectures 19 and 20

project demos

Each person contributes one 
pitch slide to a google slide deck. 

These pitches are not binding.

Pick any pitched project

and form teams of 2 ±1.



3

Lecture 4 
Collection-Oriented 

Languages  

Lecture 7 
Iteration Model I

Lecture 8 
Iteration Model II

Lecture 6 
Sparse Programming 

Systems

Lecture 5 
Dense Programming 

Systems

Lecture 2 
Domain-Specific 

Compilers

Lecture 3 
Building DSLs  
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Overview of topics

Lecture 7 Lecture 8

• Data representation


• Iteration spaces


• Iteration graph IR


• Iteration lattices to represent coiteration

• Concrete index notation IR


• Code generation algorithm


• Derived iteration spaces


• Optimizing transformations
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Sparse Tensor Algebra Compilation

a = Bc
<latexit sha1_base64="qnhPAj9piO+ZbSmC2nFEaRfau9U="></latexit><latexit sha1_base64="qnhPAj9piO+ZbSmC2nFEaRfau9U="></latexit><latexit sha1_base64="qnhPAj9piO+ZbSmC2nFEaRfau9U="></latexit><latexit sha1_base64="qnhPAj9piO+ZbSmC2nFEaRfau9U="></latexit>A = Bc+ a

<latexit sha1_base64="Adkj9+u5UhsX3DH9ZFGDfk3XRYU="></latexit><latexit sha1_base64="Adkj9+u5UhsX3DH9ZFGDfk3XRYU="></latexit><latexit sha1_base64="Adkj9+u5UhsX3DH9ZFGDfk3XRYU="></latexit><latexit sha1_base64="Adkj9+u5UhsX3DH9ZFGDfk3XRYU="></latexit>

a = ↵Bc+ �a
<latexit sha1_base64="6cPgyhBI++vHw/44jYAB+9BIwIo="></latexit><latexit sha1_base64="6cPgyhBI++vHw/44jYAB+9BIwIo="></latexit><latexit sha1_base64="6cPgyhBI++vHw/44jYAB+9BIwIo="></latexit><latexit sha1_base64="6cPgyhBI++vHw/44jYAB+9BIwIo="></latexit>

A = 0
<latexit sha1_base64="fMbuO9ZVPXbFYHQFHbIh0E2tYTY="></latexit><latexit sha1_base64="fMbuO9ZVPXbFYHQFHbIh0E2tYTY="></latexit><latexit sha1_base64="fMbuO9ZVPXbFYHQFHbIh0E2tYTY="></latexit><latexit sha1_base64="fMbuO9ZVPXbFYHQFHbIh0E2tYTY="></latexit>

A = BT
<latexit sha1_base64="++RuxPWVlnPedy0PryCm0wCINtY="></latexit><latexit sha1_base64="++RuxPWVlnPedy0PryCm0wCINtY="></latexit><latexit sha1_base64="++RuxPWVlnPedy0PryCm0wCINtY="></latexit><latexit sha1_base64="++RuxPWVlnPedy0PryCm0wCINtY="></latexit>

A = ↵B
<latexit sha1_base64="RlqPurTaxsumE4pYE8i3oJ+lImY="></latexit><latexit sha1_base64="RlqPurTaxsumE4pYE8i3oJ+lImY="></latexit><latexit sha1_base64="RlqPurTaxsumE4pYE8i3oJ+lImY="></latexit><latexit sha1_base64="RlqPurTaxsumE4pYE8i3oJ+lImY="></latexit>

A = B + C
<latexit sha1_base64="of0JSQoHZNHx315XCL4ZYYpm5tk="></latexit><latexit sha1_base64="of0JSQoHZNHx315XCL4ZYYpm5tk="></latexit><latexit sha1_base64="of0JSQoHZNHx315XCL4ZYYpm5tk="></latexit><latexit sha1_base64="of0JSQoHZNHx315XCL4ZYYpm5tk="></latexit>

A = B � (CD)
<latexit sha1_base64="LHrpD/KZlhDGtuchs56sqm8Ns2w="></latexit><latexit sha1_base64="LHrpD/KZlhDGtuchs56sqm8Ns2w="></latexit><latexit sha1_base64="LHrpD/KZlhDGtuchs56sqm8Ns2w="></latexit><latexit sha1_base64="LHrpD/KZlhDGtuchs56sqm8Ns2w="></latexit>

A = B � C
<latexit sha1_base64="51Bv6PXmoamaoDhIm3mnbtbeS4I="></latexit><latexit sha1_base64="51Bv6PXmoamaoDhIm3mnbtbeS4I="></latexit><latexit sha1_base64="51Bv6PXmoamaoDhIm3mnbtbeS4I="></latexit><latexit sha1_base64="51Bv6PXmoamaoDhIm3mnbtbeS4I="></latexit>

a = b� c
<latexit sha1_base64="xC2UQaKMSxRXSjvXYL08jWfhOKE="></latexit><latexit sha1_base64="xC2UQaKMSxRXSjvXYL08jWfhOKE="></latexit><latexit sha1_base64="xC2UQaKMSxRXSjvXYL08jWfhOKE="></latexit><latexit sha1_base64="xC2UQaKMSxRXSjvXYL08jWfhOKE="></latexit>

A = BC
<latexit sha1_base64="bQv20MGXQbCgQg/8DLxZhpyQetw="></latexit><latexit sha1_base64="bQv20MGXQbCgQg/8DLxZhpyQetw="></latexit><latexit sha1_base64="bQv20MGXQbCgQg/8DLxZhpyQetw="></latexit><latexit sha1_base64="bQv20MGXQbCgQg/8DLxZhpyQetw="></latexit>

A = BCd
<latexit sha1_base64="NnKp6k7rsy0OIQg2+HjPSNJZihY="></latexit><latexit sha1_base64="NnKp6k7rsy0OIQg2+HjPSNJZihY="></latexit><latexit sha1_base64="NnKp6k7rsy0OIQg2+HjPSNJZihY="></latexit><latexit sha1_base64="NnKp6k7rsy0OIQg2+HjPSNJZihY="></latexit>

a = BTBc
<latexit sha1_base64="s1O5qPVOOMmGPNW3yKbJHBqgwAw="></latexit><latexit sha1_base64="s1O5qPVOOMmGPNW3yKbJHBqgwAw="></latexit><latexit sha1_base64="s1O5qPVOOMmGPNW3yKbJHBqgwAw="></latexit><latexit sha1_base64="s1O5qPVOOMmGPNW3yKbJHBqgwAw="></latexit>Aij =

X

kl

BiklCljDkj

<latexit sha1_base64="72T9XMFrNxN2gPvZZCN5dRpk/6A="></latexit><latexit sha1_base64="72T9XMFrNxN2gPvZZCN5dRpk/6A="></latexit><latexit sha1_base64="72T9XMFrNxN2gPvZZCN5dRpk/6A="></latexit><latexit sha1_base64="72T9XMFrNxN2gPvZZCN5dRpk/6A="></latexit>

Aijk =
X

l

BiklClj

<latexit sha1_base64="Jg7tMfPL9V85FVq353d9N6wVV1k="></latexit><latexit sha1_base64="Jg7tMfPL9V85FVq353d9N6wVV1k="></latexit><latexit sha1_base64="Jg7tMfPL9V85FVq353d9N6wVV1k="></latexit><latexit sha1_base64="Jg7tMfPL9V85FVq353d9N6wVV1k="></latexit>

Akj =
X

il

BiklCljDij

<latexit sha1_base64="e1SJTw0fT/4v00mBhJv1CnYdiqo="></latexit><latexit sha1_base64="e1SJTw0fT/4v00mBhJv1CnYdiqo="></latexit><latexit sha1_base64="e1SJTw0fT/4v00mBhJv1CnYdiqo="></latexit><latexit sha1_base64="e1SJTw0fT/4v00mBhJv1CnYdiqo="></latexit>

Aik =
X

j

Bijkcj
<latexit sha1_base64="eahwPN00mggU43aE+RQ9sbc2T/E="></latexit><latexit sha1_base64="eahwPN00mggU43aE+RQ9sbc2T/E="></latexit><latexit sha1_base64="eahwPN00mggU43aE+RQ9sbc2T/E="></latexit><latexit sha1_base64="eahwPN00mggU43aE+RQ9sbc2T/E="></latexit>

Aij = (
X

k

BijkCijk) +Dij

<latexit sha1_base64="/F2FjpAUbgNdqGgk9sYQCUlMnGo="></latexit><latexit sha1_base64="/F2FjpAUbgNdqGgk9sYQCUlMnGo="></latexit><latexit sha1_base64="/F2FjpAUbgNdqGgk9sYQCUlMnGo="></latexit><latexit sha1_base64="/F2FjpAUbgNdqGgk9sYQCUlMnGo="></latexit>

⌧ =
X

i

zi(
X

j

zj✓ij)(
X

k

zk✓ik)

<latexit sha1_base64="th79iZGJTdJf8PQ5vnhoFNfiiGI="></latexit><latexit sha1_base64="th79iZGJTdJf8PQ5vnhoFNfiiGI="></latexit><latexit sha1_base64="th79iZGJTdJf8PQ5vnhoFNfiiGI="></latexit><latexit sha1_base64="th79iZGJTdJf8PQ5vnhoFNfiiGI="></latexit>

C =
X

ijkl

MijPjkMlk Pil

<latexit sha1_base64="2lGj66gcg0p0YQ6h0/7Wlo1R8BM="></latexit><latexit sha1_base64="2lGj66gcg0p0YQ6h0/7Wlo1R8BM="></latexit><latexit sha1_base64="2lGj66gcg0p0YQ6h0/7Wlo1R8BM="></latexit><latexit sha1_base64="2lGj66gcg0p0YQ6h0/7Wlo1R8BM="></latexit>

a =
X

ijklmnop

MijPjkMklPlmMnmPnoMpo Pip

<latexit sha1_base64="2uUwWQztKE/bN1y87STC5ZKKNG4="></latexit><latexit sha1_base64="2uUwWQztKE/bN1y87STC5ZKKNG4="></latexit><latexit sha1_base64="2uUwWQztKE/bN1y87STC5ZKKNG4="></latexit><latexit sha1_base64="2uUwWQztKE/bN1y87STC5ZKKNG4="></latexit>

Tensor Index Notation Expression

Formats

Schedule

ELLPACK

DIA

CSR

COO

DCSC

CSB
DCSR

CSC

Dense Matrix

Blocked DIA

BCSR

Blocked COO

Hash MapsSparse vector
CSF

Blocked Tensors
Dense Tensors

parallelize

collapse
precmpute
split

reorder

unroll

DSAs

Sparse Tensor Algebra

Compiler (taco)
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Tensor index notation for expressing functionality

Aij = Bij + Cij = + element-wise
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Tensor index notation for expressing functionality

Aij = Bij + Cij = + element-wise

α = ∑
i

bi ci x= reduction over i
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Tensor index notation for expressing functionality

Aij = Bij + Cij = + element-wise

α = ∑
i

bi ci x= reduction over i

ai = β ci x= broadcast  over β ci
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Tensor index notation for expressing functionality

Aij = Bij + Cij = + element-wise

α = ∑
i

bi ci x= reduction over i

ai = β ci x= broadcast  over β ci

ai = ∑
j

Bij cj = x

all three patterns
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Generates fast code for any tensor index notation 
expression with the given formats and schedule

Hash MapsSparse vector
⇥

CPU

TPUsGPUs

Sparse Tensor Hardware

Cloud Computers

Supercomputers

⇥
CSF

Coordinates

Blocked Tensors
Dense Tensors

ELLPACK

DIA

CSR

COO

DCSC

CSB
DCSR

CSC

Dense Matrix

Blocked DIA

BCSR

Blocked COO

a = Bc
<latexit sha1_base64="qnhPAj9piO+ZbSmC2nFEaRfau9U="></latexit><latexit sha1_base64="qnhPAj9piO+ZbSmC2nFEaRfau9U="></latexit><latexit sha1_base64="qnhPAj9piO+ZbSmC2nFEaRfau9U="></latexit><latexit sha1_base64="qnhPAj9piO+ZbSmC2nFEaRfau9U="></latexit>

a = Bc+ b
<latexit sha1_base64="FZvAfMYQ7yWqpl6E3yWEATtTL+g="></latexit><latexit sha1_base64="FZvAfMYQ7yWqpl6E3yWEATtTL+g="></latexit><latexit sha1_base64="FZvAfMYQ7yWqpl6E3yWEATtTL+g="></latexit><latexit sha1_base64="FZvAfMYQ7yWqpl6E3yWEATtTL+g="></latexit>

a = BT c
<latexit sha1_base64="N+fHySzeudcKmh9ktmAemyv4Yoc="></latexit><latexit sha1_base64="N+fHySzeudcKmh9ktmAemyv4Yoc="></latexit><latexit sha1_base64="N+fHySzeudcKmh9ktmAemyv4Yoc="></latexit><latexit sha1_base64="N+fHySzeudcKmh9ktmAemyv4Yoc="></latexit>

a = BT c+ d
<latexit sha1_base64="BoRDqu4jrKwt7G+LOBntMOLNVkg="></latexit><latexit sha1_base64="BoRDqu4jrKwt7G+LOBntMOLNVkg="></latexit><latexit sha1_base64="BoRDqu4jrKwt7G+LOBntMOLNVkg="></latexit><latexit sha1_base64="BoRDqu4jrKwt7G+LOBntMOLNVkg="></latexit>

a = ↵Bc+ �a
<latexit sha1_base64="6cPgyhBI++vHw/44jYAB+9BIwIo="></latexit><latexit sha1_base64="6cPgyhBI++vHw/44jYAB+9BIwIo="></latexit><latexit sha1_base64="6cPgyhBI++vHw/44jYAB+9BIwIo="></latexit><latexit sha1_base64="6cPgyhBI++vHw/44jYAB+9BIwIo="></latexit>

A = B
<latexit sha1_base64="XctrPZE6+2R2xFDAt8ZP+Wr2EjY="></latexit><latexit sha1_base64="XctrPZE6+2R2xFDAt8ZP+Wr2EjY="></latexit><latexit sha1_base64="XctrPZE6+2R2xFDAt8ZP+Wr2EjY="></latexit><latexit sha1_base64="XctrPZE6+2R2xFDAt8ZP+Wr2EjY="></latexit>

A = 0
<latexit sha1_base64="fMbuO9ZVPXbFYHQFHbIh0E2tYTY="></latexit><latexit sha1_base64="fMbuO9ZVPXbFYHQFHbIh0E2tYTY="></latexit><latexit sha1_base64="fMbuO9ZVPXbFYHQFHbIh0E2tYTY="></latexit><latexit sha1_base64="fMbuO9ZVPXbFYHQFHbIh0E2tYTY="></latexit>

A = BT
<latexit sha1_base64="++RuxPWVlnPedy0PryCm0wCINtY="></latexit><latexit sha1_base64="++RuxPWVlnPedy0PryCm0wCINtY="></latexit><latexit sha1_base64="++RuxPWVlnPedy0PryCm0wCINtY="></latexit><latexit sha1_base64="++RuxPWVlnPedy0PryCm0wCINtY="></latexit>

A = ↵B
<latexit sha1_base64="RlqPurTaxsumE4pYE8i3oJ+lImY="></latexit><latexit sha1_base64="RlqPurTaxsumE4pYE8i3oJ+lImY="></latexit><latexit sha1_base64="RlqPurTaxsumE4pYE8i3oJ+lImY="></latexit><latexit sha1_base64="RlqPurTaxsumE4pYE8i3oJ+lImY="></latexit>

a = b+ c
<latexit sha1_base64="tHzcnE3YtvfPgRvj7pQ4hiSGp3Q="></latexit><latexit sha1_base64="tHzcnE3YtvfPgRvj7pQ4hiSGp3Q="></latexit><latexit sha1_base64="tHzcnE3YtvfPgRvj7pQ4hiSGp3Q="></latexit><latexit sha1_base64="tHzcnE3YtvfPgRvj7pQ4hiSGp3Q="></latexit>

A = B + C
<latexit sha1_base64="of0JSQoHZNHx315XCL4ZYYpm5tk="></latexit><latexit sha1_base64="of0JSQoHZNHx315XCL4ZYYpm5tk="></latexit><latexit sha1_base64="of0JSQoHZNHx315XCL4ZYYpm5tk="></latexit><latexit sha1_base64="of0JSQoHZNHx315XCL4ZYYpm5tk="></latexit>

a = B(c+ d)
<latexit sha1_base64="tL7pvaNWTpB1P9mJIAEGOoS5xio="></latexit><latexit sha1_base64="tL7pvaNWTpB1P9mJIAEGOoS5xio="></latexit><latexit sha1_base64="tL7pvaNWTpB1P9mJIAEGOoS5xio="></latexit><latexit sha1_base64="tL7pvaNWTpB1P9mJIAEGOoS5xio="></latexit>

A = B + C +D
<latexit sha1_base64="lVHbVq4oah4zCVGsiOp0qQq5lwU="></latexit><latexit sha1_base64="lVHbVq4oah4zCVGsiOp0qQq5lwU="></latexit><latexit sha1_base64="lVHbVq4oah4zCVGsiOp0qQq5lwU="></latexit><latexit sha1_base64="lVHbVq4oah4zCVGsiOp0qQq5lwU="></latexit>

A = B � (CD)
<latexit sha1_base64="LHrpD/KZlhDGtuchs56sqm8Ns2w="></latexit><latexit sha1_base64="LHrpD/KZlhDGtuchs56sqm8Ns2w="></latexit><latexit sha1_base64="LHrpD/KZlhDGtuchs56sqm8Ns2w="></latexit><latexit sha1_base64="LHrpD/KZlhDGtuchs56sqm8Ns2w="></latexit>A = B � C

<latexit sha1_base64="51Bv6PXmoamaoDhIm3mnbtbeS4I="></latexit><latexit sha1_base64="51Bv6PXmoamaoDhIm3mnbtbeS4I="></latexit><latexit sha1_base64="51Bv6PXmoamaoDhIm3mnbtbeS4I="></latexit><latexit sha1_base64="51Bv6PXmoamaoDhIm3mnbtbeS4I="></latexit>

a = b� c
<latexit sha1_base64="xC2UQaKMSxRXSjvXYL08jWfhOKE="></latexit><latexit sha1_base64="xC2UQaKMSxRXSjvXYL08jWfhOKE="></latexit><latexit sha1_base64="xC2UQaKMSxRXSjvXYL08jWfhOKE="></latexit><latexit sha1_base64="xC2UQaKMSxRXSjvXYL08jWfhOKE="></latexit>

A = BC
<latexit sha1_base64="bQv20MGXQbCgQg/8DLxZhpyQetw="></latexit><latexit sha1_base64="bQv20MGXQbCgQg/8DLxZhpyQetw="></latexit><latexit sha1_base64="bQv20MGXQbCgQg/8DLxZhpyQetw="></latexit><latexit sha1_base64="bQv20MGXQbCgQg/8DLxZhpyQetw="></latexit>

A = BCd
<latexit sha1_base64="NnKp6k7rsy0OIQg2+HjPSNJZihY="></latexit><latexit sha1_base64="NnKp6k7rsy0OIQg2+HjPSNJZihY="></latexit><latexit sha1_base64="NnKp6k7rsy0OIQg2+HjPSNJZihY="></latexit><latexit sha1_base64="NnKp6k7rsy0OIQg2+HjPSNJZihY="></latexit>

a = BTBc
<latexit sha1_base64="s1O5qPVOOMmGPNW3yKbJHBqgwAw="></latexit><latexit sha1_base64="s1O5qPVOOMmGPNW3yKbJHBqgwAw="></latexit><latexit sha1_base64="s1O5qPVOOMmGPNW3yKbJHBqgwAw="></latexit><latexit sha1_base64="s1O5qPVOOMmGPNW3yKbJHBqgwAw="></latexit>

K = ATCA
<latexit sha1_base64="7E7sr5IryigHL/yso1HnWiX4qgw="></latexit><latexit sha1_base64="7E7sr5IryigHL/yso1HnWiX4qgw="></latexit><latexit sha1_base64="7E7sr5IryigHL/yso1HnWiX4qgw="></latexit><latexit sha1_base64="7E7sr5IryigHL/yso1HnWiX4qgw="></latexit>

Aij =
X

kl

BiklCljDkj

<latexit sha1_base64="72T9XMFrNxN2gPvZZCN5dRpk/6A="></latexit><latexit sha1_base64="72T9XMFrNxN2gPvZZCN5dRpk/6A="></latexit><latexit sha1_base64="72T9XMFrNxN2gPvZZCN5dRpk/6A="></latexit><latexit sha1_base64="72T9XMFrNxN2gPvZZCN5dRpk/6A="></latexit>

Aij =
X

k

Bijkck
<latexit sha1_base64="Q3YBPqW+DP//T2mZKwBLrcHSVLU="></latexit><latexit sha1_base64="Q3YBPqW+DP//T2mZKwBLrcHSVLU="></latexit><latexit sha1_base64="Q3YBPqW+DP//T2mZKwBLrcHSVLU="></latexit><latexit sha1_base64="Q3YBPqW+DP//T2mZKwBLrcHSVLU="></latexit>

Aijk =
X

l

BiklClj

<latexit sha1_base64="Jg7tMfPL9V85FVq353d9N6wVV1k="></latexit><latexit sha1_base64="Jg7tMfPL9V85FVq353d9N6wVV1k="></latexit><latexit sha1_base64="Jg7tMfPL9V85FVq353d9N6wVV1k="></latexit><latexit sha1_base64="Jg7tMfPL9V85FVq353d9N6wVV1k="></latexit>

Akj =
X

il

BiklCljDij

<latexit sha1_base64="e1SJTw0fT/4v00mBhJv1CnYdiqo="></latexit><latexit sha1_base64="e1SJTw0fT/4v00mBhJv1CnYdiqo="></latexit><latexit sha1_base64="e1SJTw0fT/4v00mBhJv1CnYdiqo="></latexit><latexit sha1_base64="e1SJTw0fT/4v00mBhJv1CnYdiqo="></latexit>

Alj =
X

ik

BiklCijDkj

<latexit sha1_base64="0NTK8pwrGoU3elIMno3EB1xPjos="></latexit><latexit sha1_base64="0NTK8pwrGoU3elIMno3EB1xPjos="></latexit><latexit sha1_base64="0NTK8pwrGoU3elIMno3EB1xPjos="></latexit><latexit sha1_base64="0NTK8pwrGoU3elIMno3EB1xPjos="></latexit>

Aik =
X

j

Bijkcj
<latexit sha1_base64="eahwPN00mggU43aE+RQ9sbc2T/E="></latexit><latexit sha1_base64="eahwPN00mggU43aE+RQ9sbc2T/E="></latexit><latexit sha1_base64="eahwPN00mggU43aE+RQ9sbc2T/E="></latexit><latexit sha1_base64="eahwPN00mggU43aE+RQ9sbc2T/E="></latexit>

Ajk =
X

i

Bijkci
<latexit sha1_base64="oObTlZL5pEjpbyoFGpBeEXIgOew="></latexit><latexit sha1_base64="oObTlZL5pEjpbyoFGpBeEXIgOew="></latexit><latexit sha1_base64="oObTlZL5pEjpbyoFGpBeEXIgOew="></latexit><latexit sha1_base64="oObTlZL5pEjpbyoFGpBeEXIgOew="></latexit>

Aijl =
X

k

BiklCkj

<latexit sha1_base64="9+4Bsvf1L5RyRH+Ggtn/T6gxidA="></latexit><latexit sha1_base64="9+4Bsvf1L5RyRH+Ggtn/T6gxidA="></latexit><latexit sha1_base64="9+4Bsvf1L5RyRH+Ggtn/T6gxidA="></latexit><latexit sha1_base64="9+4Bsvf1L5RyRH+Ggtn/T6gxidA="></latexit>

⌧ =
X

i

zi(
X

j

zj✓ij)(
X

k

zk✓ik)
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Compound expressions matter for performance
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Formats matter for performance
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Fig. 18. Performance of matrix-vector multiplication on various matrices with distinct sparsity patterns using
taco. The left half of each subfigure depicts the sparsity pattern of the matrix, while the right half shows
the normalized storage costs and normalized average execution times (relative to the optimal format) of
matrix-vector multiplication using the storage formats labeled on the horizontal axis to store the matrix. The
storage format labels follow the scheme described in Section 3; for instance, DS is short for (densed1,sparsed2),
while SDᵀ is equivalent to (sparsed2,densed1). The dense matrix input has a density of 0.95, the hypersparse
matrix has a density of 2.5 × 10−5, the row-slicing and column-slicing matrices have densities of 9.5 × 10−3,
and the thermal and blocked matrices have densities of 1.0 × 10−3.

and tensor-times-vector multiplication with matrices and 3rd-order tensors of varying sparsities
as inputs. The tensors are randomly generated with every component having some probability d
of being non-zero, where d is the density of the tensor (i.e. the fraction of components that are
non-zero, and the complement of sparsity). As Fig. 17 shows, while computing with sparse tensor
storage formats incurs some performance penalty as compared to the same computation with
dense formats when the inputs are highly dense, the performance penalty decreases and eventually
turns into performance gain as the sparsity of the inputs increases. For the two computations we
evaluate, we observe that input sparsity of as low as approximately 35% is actually sufficient to
make sparse formats that compress out all zeros—including DCSR and CSF—perform better than
dense formats, which further emphasizes the practicality of sparse tensor storage formats.
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And some of the formats are highly unsuitable for some of the matri-
ces. Figure 7-3 (e) further demonstrates this point by showing that the
transposed version of Figure 7-3 (b) bene�ts from a transposed ver-
sion of the CD format. Finally, Figure 7-3 (f) goes further and shows
that a blocked FEMmatrix bene�ts from a blocked format.40 These ex- 40 A blocked matrix format is equiva-

lent to a higher-order tensor format. In
this FEM matrix, a 4-tensor su�ces to
express the natural blocking, but fur-
ther blocking can be achieved by adding
more tensor modes.

periments show that the smallest storage size of a matrix and the best
performance when computing with it can be achieved by choosing the
format that best expresses the nonzero structure of the matrix.

Fit the code to the format

The second experiment illustrates the bene�ts of being able to com-
pute with a given format (data structures). Often, libraries are used
together, and it is important that they compose well. In Chapter 1, I
mentioned the potential performance cost of composing libraries that
require di�erent data structures due to the cost of reorganizing data.
It is therefore useful to have software components that can adapt to
a given format so that data structures are only reorganized when that
bene�ts performance. Assume that we need to compute an SpMV, but
the matrix is given to us from another component in the COO format.
We can compute the SpMV on the COO format data structures, or to
pay a price to convert it to a more compressed CSR data structure to
accelerate the SpMV. Figure 7-4 shows the cost of the CSR SpMV op-
eration on ten matrices from the SuiteSparse repository when the cost
of conversion from COO is included. The y axis is the SpMV execu-
tion time in multiples of COO. A CSR SpMV (blue) on these matrices
is faster than a COO SpMV (the black line). But when conversion cost
is included (red), the COO SpMV becomes faster. Unless the conver-
sion cost can be amortized across multiple operations, we are better
o� computing with the COO matrix.

Figure 7-4: Execution time of CSR as a
multiple of the execution time of COO,
including the cost of converting the
CSR matrix from an initial COO repre-
sentation. The result shows that con-
verting to and computing with CSR is
faster only when the cost of conversion
can be amortized across multiple uses.
This �gure was adapted from our paper
on format extensions to the taco com-
piler [41].
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Machines matter for performance

Figure 7-2: SpMV CPU results with the CSR format. I compare two taco-generated kernels to the Eigen [60] and Intel MKL [44]
libraries. The �rst taco-generated kernel has a parallel outer loop (taco). The second kernel also has a parallel outer loop, but the
loop has been strip-mined to create coarse-grained parallel tasks (taco strip-mined).

Figure 7-3: SpMV GPU results with the CSR format. I compare a taco-generated load-balanced kernel with the SpMV imple-
mentation in the NVIDIA cuSPARSE [124] library and with the Merge-based load-balanced SpMV implementation of Merrill and
Garland [92].
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Sparse data structures in graphs, tensors, and relations

encode coordinates in a sparse iteration space

Values may be attached to these coordinates: e.g., nonzero values, edge attributes
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Iteration spaces from coordinate relations
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Figure 3-5: Three examples of two-
dimensional sparse iteration space.
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Figure 3-8: The sparse broadcast iter-
ation space resulting from the expres-
sion Bi j \ ci , including the coordinate
Venn diagram. The iteration space of
c is broadcast over the coordinate uni-
verse of j, shown as dotted lines.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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Figure 3-6: The sparse iteration spaces
resulting from the intersection and
union of B and C from Figure 3-5.
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Figure 3-7: The sparse iteration space
resulting from the iteration space ex-
pression (Bi j [Ci j ) \Di j on the sparse
iteration spaces from Figure 3-5.

The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.

42
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Iteration spaces from set operations
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.

(1, 2)
(2, 1)

(0, 0)

(0, 1)
(1, 0)

B C
(1, 2)

(2, 1)

(1, 2)
(2, 1)

(0, 0)

(0, 1)
(1, 0)

B C
(1, 2)

(2, 1)

(0, 0) (0, 1)

(1, 0)

Figure 3-6: The sparse iteration spaces
resulting from the intersection and
union of B and C from Figure 3-5.

(1, 2)
(1, 0)

(2, 1)(0, 0)
(0, 1)

(0, 3)

B C

D

(1, 2)(1, 0)

Figure 3-7: The sparse iteration space
resulting from the iteration space ex-
pression (Bi j [Ci j ) \Di j on the sparse
iteration spaces from Figure 3-5.

The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.

42

Figure 3-5: Three examples of two-
dimensional sparse iteration space.

B

(0, 0) (0, 1)

(1, 2)

(2, 1)

C

(2, 1)

(1, 2)(1, 0)

D

(1, 2)

(0, 3)

(1, 0)

Figure 3-8: The sparse broadcast iter-
ation space resulting from the expres-
sion Bi j \ ci , including the coordinate
Venn diagram. The iteration space of
c is broadcast over the coordinate uni-
verse of j, shown as dotted lines.

= \

(0, 0) (0, 1)

(2, 1)

B

(0, 0) (0, 1)

(1, 2)

(2, 1)

c

(0, 0)

(2, 0)

(0, 1)

(2, 1)

(0, 2)

(2, 2)

(0, 3)

(2, 3)

(1, 2)
(0, 0)
(0, 1)
(2, 1)

(⇤, 1)

(⇤, 2)

every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B
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amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
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ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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variables that do not index into all the coordinate relation variables. I
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
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and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
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third. We can form arbitrarily complicated operations by combining
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number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
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ing the two binary two-dimensional point-wise operations Bi j \ Ci j
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that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B
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amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
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of C and vice versa. Figure 3-5 shows three sparse iteration spaces
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pressions, the combined iteration space has more dimensions than the
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In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.

42

Figure 3-5: Three examples of two-
dimensional sparse iteration space.

B

(0, 0) (0, 1)

(1, 2)

(2, 1)

C

(2, 1)

(1, 2)(1, 0)

D

(1, 2)

(0, 3)

(1, 0)

Figure 3-8: The sparse broadcast iter-
ation space resulting from the expres-
sion Bi j \ ci , including the coordinate
Venn diagram. The iteration space of
c is broadcast over the coordinate uni-
verse of j, shown as dotted lines.

= \

(0, 0) (0, 1)

(2, 1)

B

(0, 0) (0, 1)

(1, 2)

(2, 1)

c

(0, 0)

(2, 0)

(0, 1)

(2, 1)

(0, 2)

(2, 2)

(0, 3)

(2, 3)

(1, 2)
(0, 0)
(0, 1)
(2, 1)

(⇤, 1)

(⇤, 2)

every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
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ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.

42

Figure 3-5: Three examples of two-
dimensional sparse iteration space.

B

(0, 0) (0, 1)

(1, 2)

(2, 1)

C

(2, 1)

(1, 2)(1, 0)

D

(1, 2)

(0, 3)

(1, 0)

Figure 3-8: The sparse broadcast iter-
ation space resulting from the expres-
sion Bi j \ ci , including the coordinate
Venn diagram. The iteration space of
c is broadcast over the coordinate uni-
verse of j, shown as dotted lines.

= \

(0, 0) (0, 1)

(2, 1)

B

(0, 0) (0, 1)

(1, 2)

(2, 1)

c

(0, 0)

(2, 0)

(0, 1)

(2, 1)

(0, 2)

(2, 2)

(0, 3)

(2, 3)

(1, 2)
(0, 0)
(0, 1)
(2, 1)

(⇤, 1)

(⇤, 2)

every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
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ing the two binary two-dimensional point-wise operations Bi j \ Ci j
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that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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refer to these expressions as broadcast expressions, and examples in-
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pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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Figure 3-10: Eight sparse iteration graphs with index variable iteration domains computed from the iteration graph’s symbolic
expression for each index variable.

tension to the iteration space algebra where iteration over dimension
nodes are represented as forall expressions that are nested according
to the tree embedding. This extension gives the iteration graph ex-
pressions an operational semantics (iterate through dimensions in the
given order), whereas iteration space expressions have declarative se-
mantics (a point is in the iteration space if it is in the set described
by the expression). The inner expressions are syntactically the same
in the two algebras, but are in the iteration graph expressions reinter-
preted so that indexed operands describe paths and operators describe
how the coordinate tree levels should be combined.

Figure 3-10 provides eight examples of iteration graphs to help
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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tension to the iteration space algebra where iteration over dimension
nodes are represented as forall expressions that are nested according
to the tree embedding. This extension gives the iteration graph ex-
pressions an operational semantics (iterate through dimensions in the
given order), whereas iteration space expressions have declarative se-
mantics (a point is in the iteration space if it is in the set described
by the expression). The inner expressions are syntactically the same
in the two algebras, but are in the iteration graph expressions reinter-
preted so that indexed operands describe paths and operators describe
how the coordinate tree levels should be combined.

Figure 3-10 provides eight examples of iteration graphs to help
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
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third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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tension to the iteration space algebra where iteration over dimension
nodes are represented as forall expressions that are nested according
to the tree embedding. This extension gives the iteration graph ex-
pressions an operational semantics (iterate through dimensions in the
given order), whereas iteration space expressions have declarative se-
mantics (a point is in the iteration space if it is in the set described
by the expression). The inner expressions are syntactically the same
in the two algebras, but are in the iteration graph expressions reinter-
preted so that indexed operands describe paths and operators describe
how the coordinate tree levels should be combined.

Figure 3-10 provides eight examples of iteration graphs to help
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Figure 3-5: Three examples of two-
dimensional sparse iteration space.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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Figure 3-10: Eight sparse iteration graphs with index variable iteration domains computed from the iteration graph’s symbolic
expression for each index variable.

tension to the iteration space algebra where iteration over dimension
nodes are represented as forall expressions that are nested according
to the tree embedding. This extension gives the iteration graph ex-
pressions an operational semantics (iterate through dimensions in the
given order), whereas iteration space expressions have declarative se-
mantics (a point is in the iteration space if it is in the set described
by the expression). The inner expressions are syntactically the same
in the two algebras, but are in the iteration graph expressions reinter-
preted so that indexed operands describe paths and operators describe
how the coordinate tree levels should be combined.

Figure 3-10 provides eight examples of iteration graphs to help
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nodes are represented as forall expressions that are nested according
to the tree embedding. This extension gives the iteration graph ex-
pressions an operational semantics (iterate through dimensions in the
given order), whereas iteration space expressions have declarative se-
mantics (a point is in the iteration space if it is in the set described
by the expression). The inner expressions are syntactically the same
in the two algebras, but are in the iteration graph expressions reinter-
preted so that indexed operands describe paths and operators describe
how the coordinate tree levels should be combined.
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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Iteration spaces from broadcast operations
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Figure 3-10: Eight sparse iteration graphs with index variable iteration domains computed from the iteration graph’s symbolic
expression for each index variable.

tension to the iteration space algebra where iteration over dimension
nodes are represented as forall expressions that are nested according
to the tree embedding. This extension gives the iteration graph ex-
pressions an operational semantics (iterate through dimensions in the
given order), whereas iteration space expressions have declarative se-
mantics (a point is in the iteration space if it is in the set described
by the expression). The inner expressions are syntactically the same
in the two algebras, but are in the iteration graph expressions reinter-
preted so that indexed operands describe paths and operators describe
how the coordinate tree levels should be combined.

Figure 3-10 provides eight examples of iteration graphs to help
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every index variable. We call these point-wise expressions, and two ex-
amples are Bi j \Ci j and Bi j \Cji . In the �rst expression, coordinates
of B and C are intersected by comparing the �rst coordinates and the
second coordinates of B andC with each other. The second expression,
on the other hand, compares the �rst coordinate of B with the second
of C and vice versa. Figure 3-5 shows three sparse iteration spaces
and Figure 3-6 shows the sparse iteration spaces resulting from apply-
ing the two binary two-dimensional point-wise operations Bi j \ Ci j
and Bi j [Ci j . The latter �gure also shows coordinate Venn diagrams
that illustrate the operations. Figure 3-7 shows a tertiary point-wise
operation where the union of two iteration spaces is intersected by a
third. We can form arbitrarily complicated operations by combining
any number of iteration spaces this way.
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The other class of sparse iteration space expressions contain index
variables that do not index into all the coordinate relation variables. I
refer to these expressions as broadcast expressions, and examples in-
clude Bi jk \ ck , Bi j [ c j , (Bi j \ c j ) [ di , and Bik \ Ck j .14 In these ex- 14 I use lower-case letters to name sets

whose points have one coordinate and
upper-case letters to name sets whose
points have two or more coordinates.

pressions, the combined iteration space has more dimensions than the
number of coordinate sets in some or all of the coordinate relations.
In fact, in the last example, it has more dimensions than any coordi-
nate relation. As stated, the iteration space has as many dimensions as
there are index variables. Point sets not indexed by an index variable
are broadcast over that space, meaning that the lower-dimensional it-
eration space of the coordinate relation is replicated for every point
in the missing dimensions. In set language, the iteration space of a
coordinate relation is the �attened Cartesian product of its points and
the sets the missing index variables range over. Figure 3-8 shows the
sparse iteration space of the expression Bi j \ ci . The iteration space of
c is one-dimensional; however, in the expression, it is broadcast over
the set that i ranges over. A more complicated example is the three-
dimensional iteration space of the expression Bik \Ck j where both B

and C are broadcast, over the range sets of j and i respectively.
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sparse iteration space of the expression Bi j \ ci . The iteration space of
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Coordinate relations → coordinate trees (abstractly)

Figure 2-2: A dense 3 ⇥ 3 matrix and its
full coordinate tree. A path, a tree level,
and a set of siblings are marked.
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product of other sets. A k-ary relation over k sets is a set of k-tuples
whose elements each come from one of the k sets. I de�ne two tensor
relations, which I call “coordinate relation” and “component relation”.

A k-order tensor has k modes, and I model each mode as a set of
contiguous integers (a range). Tensor component locations are speci-
�ed byk-tuples, where each element comes from a di�erent mode. The
tensor thus forms a Cartesian space where each mode is a dimension
and the space is de�ned by the Cartesian product of the dimensions.
The elements of the modes are coordinates of the space, and a k-tuple
with one coordinate from each dimension is a point.

A coordinate relation is a relation over tensor modes. That is, its
elements are a subset of points of the Cartesian space formed by the
tensor modes. The relation may be complete and contain every point
in that space, or it may contain a subset. It is often useful to store only
the subset of points that correspond to nonzero tensor values, and to
remove the coordinates that correspond to zeros.

Finally, a component relation is a binary relation over a coordi-
nate relation and tensor values. It provides a unique mapping and ev-
ery coordinate maps to exactly one value. Coordinate and component
relations are abstractions for tensors that I use to describe sparse iter-
ation spaces. In Section 2.2, I show how to specify them hierarchically
as per-dimension storage trees that can be composed to describe many
popular tensor storage formats and many other formats that have not
been explored to date.

2.2 Coordinate Trees

A tensor and its coordinate relation can be viewed as a coordinate
tree.9 The root of the tree represents the tensor itself, internal nodes 9 The intuition that sparse tensors can

be viewed as coordinate trees comes
from the work of Smith and Karypis,
who use it to describe the Compressed
Sparse Fiber (CSF) tensor format [115].

represent the coordinates, and the leaves represent the tensor com-
ponent values. A path from the root to a leaf fully speci�es a tensor
component with coordinates and a value. A tree level consists of all
the coordinates in a tensormode, divided into segments of siblings that
share a parent. Figure 2-1 shows that a level can have duplicates. The
duplicates are clones of the coordinate that occur at multiple positions
in a tree level, and the children of every duplicate are siblings. The
�gure also shows an unlabeled node, which is a node that takes space
in the tree but that does not represent anything. Figure 2-2 shows a
dense 3⇥3matrix and the corresponding coordinate tree, where a path,
a level, and a segment are marked in blue.
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duplicates of i1

siblings

unlabeled node

Figure 2-1: A coordinate tree with du-
plicates. Children of duplicated nodes
are siblings.
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Coordinate relations → coordinate trees (abstractly)

Figure 2-2: A dense 3 ⇥ 3 matrix and its
full coordinate tree. A path, a tree level,
and a set of siblings are marked.
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full coordinate tree. A path, a tree level,
and a set of siblings are marked.

i1

j1

i2

j2

i3

j3

a b
e

g h i

i1 i2 i3

j1 j2 j2 j1 j2 j3

a b e � h i

path
level

siblings

product of other sets. A k-ary relation over k sets is a set of k-tuples
whose elements each come from one of the k sets. I de�ne two tensor
relations, which I call “coordinate relation” and “component relation”.

A k-order tensor has k modes, and I model each mode as a set of
contiguous integers (a range). Tensor component locations are speci-
�ed byk-tuples, where each element comes from a di�erent mode. The
tensor thus forms a Cartesian space where each mode is a dimension
and the space is de�ned by the Cartesian product of the dimensions.
The elements of the modes are coordinates of the space, and a k-tuple
with one coordinate from each dimension is a point.

A coordinate relation is a relation over tensor modes. That is, its
elements are a subset of points of the Cartesian space formed by the
tensor modes. The relation may be complete and contain every point
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Level-based representation: compiler abstraction

Figure 2-2: A dense 3 ⇥ 3 matrix and its
full coordinate tree. A path, a tree level,
and a set of siblings are marked.
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product of other sets. A k-ary relation over k sets is a set of k-tuples
whose elements each come from one of the k sets. I de�ne two tensor
relations, which I call “coordinate relation” and “component relation”.

A k-order tensor has k modes, and I model each mode as a set of
contiguous integers (a range). Tensor component locations are speci-
�ed byk-tuples, where each element comes from a di�erent mode. The
tensor thus forms a Cartesian space where each mode is a dimension
and the space is de�ned by the Cartesian product of the dimensions.
The elements of the modes are coordinates of the space, and a k-tuple
with one coordinate from each dimension is a point.

A coordinate relation is a relation over tensor modes. That is, its
elements are a subset of points of the Cartesian space formed by the
tensor modes. The relation may be complete and contain every point
in that space, or it may contain a subset. It is often useful to store only
the subset of points that correspond to nonzero tensor values, and to
remove the coordinates that correspond to zeros.

Finally, a component relation is a binary relation over a coordi-
nate relation and tensor values. It provides a unique mapping and ev-
ery coordinate maps to exactly one value. Coordinate and component
relations are abstractions for tensors that I use to describe sparse iter-
ation spaces. In Section 2.2, I show how to specify them hierarchically
as per-dimension storage trees that can be composed to describe many
popular tensor storage formats and many other formats that have not
been explored to date.

2.2 Coordinate Trees

A tensor and its coordinate relation can be viewed as a coordinate
tree.9 The root of the tree represents the tensor itself, internal nodes 9 The intuition that sparse tensors can
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represent the coordinates, and the leaves represent the tensor com-
ponent values. A path from the root to a leaf fully speci�es a tensor
component with coordinates and a value. A tree level consists of all
the coordinates in a tensormode, divided into segments of siblings that
share a parent. Figure 2-1 shows that a level can have duplicates. The
duplicates are clones of the coordinate that occur at multiple positions
in a tree level, and the children of every duplicate are siblings. The
�gure also shows an unlabeled node, which is a node that takes space
in the tree but that does not represent anything. Figure 2-2 shows a
dense 3⇥3matrix and the corresponding coordinate tree, where a path,
a level, and a segment are marked in blue.
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Level abstraction: capabilities and properties

Capabilities

The code generator sees only the level abstraction and not specific level types

The coordinate tree representation is a convenient tool for rea-
soning about sparse tensor representations by removing from the tree
zero-valued leaf nodes and coordinates with no children. Figure ??
shows a sparse 3 ⇥ 3 matrix and the corresponding coordinate tree.
In contrast to the coordinate tree for the dense matrix in Figure 2-2,
this tree is not full, as zero leaves and childless coordinates have been
left out. By removing zeros from the coordinate tree, we havemade the
�rst step toward reasoning about sparse tensors in terms of data struc-
tures that compress out zeros. Finally, we can interchange tree levels to
represent tensors whose modes are stored in a di�erent order, such as
a column-major matrix instead of a row-major matrix. Figure ?? shows
a coordinate tree for the same matrix as Figure ??, but the tree levels
have been interchanged to store the matrix in column-major order.

2.3 Level Abstraction

j1 j3 j2 j1 j2 j3

iterate lookup

coordinates

children

positions

Figure 2-3: A coordinate tree level is an
ordered set of maps from coordinates to
the position of their children on the next
level. Levels may support functionality
such as traversals and looking up a po-
sition given a coordinate.

The coordinate tree abstraction must be represented somehow by val-
ues in memory. This representation may be regular or irregular. I de-
�ne regular representations as representations that require at most a
number of values proportional to the number of coordinate tree levels.
Examples include a dense representation that encodes a full coordinate
tree and a grid stencil that requires a constant number of values to en-
code the stencil o�sets. Irregular representations, on the other hand,
require a number of values proportional to the number of coordinate
tree leaves. Examples include hash maps and segmented vectors.10 10 A segmented vector is an ordered

vector of ordered segments. Segmented
vectors have been used in the CSR ma-
trix format since 1967 [124]. Guy Blel-
loch describes a segmented vector as an
independent data structure in his dis-
sertation [29].

A key insight of our work is that coordinate trees can be described
by composing separately de�ned data structures for each tree level
into a hierarchy. The data structure of an internal tree level is an or-
dered set of maps, with one map for each segment of siblings (i.e.,
one map per node on the previous level). See Figure 2-3. The maps
connect each coordinate to the position of its sibling segment in the
next level. Finally, the tree leaves are represented by an ordered set
of component values. Any physical data structure that can represent
an ordered set of maps can be used. Furthermore, the maps need only
encode coordinate-position pairs; they do not, for example, need to
support O(1) mapping from coordinates to positions.

Level storage can be described by an abstraction that de�nes the
functionality and properties of a level without tying it to a speci�c
underlying data structure. This abstraction can then be instantiated
at compile time into many level types with di�erent functionality and
underlying physical storage. Since the level types are an abstraction
inside the code generator, they do not appear in the generated code and
thus have no performance cost.11 The bene�t of the level abstraction, 11 I believe meta-abstractions will be-

come more important in the future due
to the cost of abstractions in the execu-
tion code. One goal of this dissertation
is to provide abstraction without friction
by moving abstractions to the code gen-
erator.

as wewill see in the next chapter, is that it separates the code generator
from speci�c data structures. This design makes it possible to design
a general code generator in terms of the abstraction’s functionality
and properties. The code generator does not need to know what level
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as wewill see in the next chapter, is that it separates the code generator
from speci�c data structures. This design makes it possible to design
a general code generator in terms of the abstraction’s functionality
and properties. The code generator does not need to know what level
types exist. New level types can thus be designed without any need to
change the code generator algorithms.

Level types must declare their properties, and they may support
any one of �ve capabilities that will be used to generate code to iterate
over and modify levels. Properties provide information that the code
generator uses to optimize the generated code, such as whether a level
is ordered. Capabilities, on the other hand, are abstractions that pro-
vide code to the code generator for iterating over and manipulating
physical indices of tensor storage in a format-agnostic manner.

Level Properties

A coordinate tree level property describes a feature of a level type
that code generators can use to optimize iteration code. We de�ne
�ve properties: full, ordered, unique, branchless, and compact. Each
property describes an attribute of a level, such as whether coordinates
are arranged in increasing order or not. The rows of a sorted CSR
matrix, for example, are both ordered and unique, meaning they store
every column coordinate just once and in increasing order. The code-
generation technique relies on level properties to produce optimized
code.

j1 j2 j3 j2 j3

full not full

Figure 2-6: A full level and one that is
not because it is lacking j1.

Full A level is full if every collection of coordinates that share the
same ancestors encompasses all valid coordinates along the correspond-
ing tensor dimension. For example, a dense vector stores a component
at every coordinate and is therefore full. By contrast, a sparse vector
that stores only the nonzero coordinates is not full. Figure 2-6 shows
a level that is full, assuming the full set of nodes is j1, j2, and j3, and a
level that is not full because it is lacking the j1 node.

j1 j2 j3 j1 j3 j2

ordered not ordered

Figure 2-7: An ordered level and one
that is not because j3 comes before j2.

Ordered A level is ordered if all coordinates that share any ancestor
are arranged in a monotonically non-decreasing sequence. (Recall that
two nodes that share duplicates of an ancestor are considered to share
that ancestor.) Figure 2-7 shows a level that is ordered, from nodes
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physical indices of tensor storage in a format-agnostic manner.
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that code generators can use to optimize iteration code. We de�ne
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property describes an attribute of a level, such as whether coordinates
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generation technique relies on level properties to produce optimized
code.
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Full A level is full if every collection of coordinates that share the
same ancestors encompasses all valid coordinates along the correspond-
ing tensor dimension. For example, a dense vector stores a component
at every coordinate and is therefore full. By contrast, a sparse vector
that stores only the nonzero coordinates is not full. Figure 2-6 shows
a level that is full, assuming the full set of nodes is j1, j2, and j3, and a
level that is not full because it is lacking the j1 node.
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Ordered A level is ordered if all coordinates that share any ancestor
are arranged in a monotonically non-decreasing sequence. (Recall that
two nodes that share duplicates of an ancestor are considered to share
that ancestor.) Figure 2-7 shows a level that is ordered, from nodes
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with smaller indices to nodes with larger indices, and a level that is
not ordered because j3 occurs before j2.

i1

j1 j2

i2

j1 j2 j3

unique

i1

j1 j2

i1

j1 j3 j3

not unique

Figure 2-8: A unique level and one that
is not because two paths appear twice.

Unique A level is unique if no identical paths end at the level. Two
paths are identical if the nodes at every step along both paths are the
same nodes. Figure 2-8 shows a level that is unique and one that is not
because paths i1-j1 (blue) and i1-j3 (green) appear twice. Note that it
does not matter if both nodes along the path are duplicates (the blue
path) or if one node is shared and the other a duplicate (the green path).

i1 i2 i2 i1 i2

j1 j1 j2 j2 j1 j2

branchless not branchless

Figure 2-9: A branchless level and one
that is not because i2 has two children.

Branchless A level is branchless if every node at the parent level,
including each duplicate, has exactly one child. Knowledge of such
one-to-one relationships between levels can be used to e�ciently col-
lapse their corresponding loops. Figure 2-9 shows one level that is
branchless and one that is not because i2 has more than one child.

j1 j2 j3 j1 j3

compact not compact

Figure 2-10: A compact level and one
that is not because an unlabeled node
appears between two nodes.

Compact A level is compact if no two coordinates are separated by
an unlabeled node. As we will see in Section 2.5, some physical stor-
age schemes, such as hash maps, have unlabeled nodes that represent
empty buckets.

Level Capabilities

A coordinate tree level capability is exposed as a set of coordinate
tree level functionswith �xed interfaces that a level type may choose
to implement. These function interfaces are designed to return code
that implements the function. The code generator then emits this code
as part of the function that implements an expression. We de�ne �ve
capabilities: coordinate iterate, position iterate, locate, append, and
insert.

Coordinate Iterate The coordinate iteration capability iterates over
coordinates and retrieves positions. It consists of two level functions:
one that returns an iterator over coordinates (coord_bounds) and one
that accesses the position of each coordinate (coord_access):
coord_bounds(i1, . . ., ik�1) -> <ibegink, iendk>
coord_access(pk�1, i1, . . ., ik) -> <pk, found>

Given a list of ancestor coordinates (i1, . . . , ik�1), coord_bounds returns
the bounds of an iterator over coordinates that may have those ances-
tors. For each coordinate ik within those bounds, coord_access either
returns the position of a child of pk�1 that encodes ik and returns found
as true, or it returns found as false if the coordinate does not actually
exist. In practice, the emitted code can often be optimized by removing
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Unique A level is unique if no identical paths end at the level. Two
paths are identical if the nodes at every step along both paths are the
same nodes. Figure 2-8 shows a level that is unique and one that is not
because paths i1-j1 (blue) and i1-j3 (green) appear twice. Note that it
does not matter if both nodes along the path are duplicates (the blue
path) or if one node is shared and the other a duplicate (the green path).
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Figure 2-9: A branchless level and one
that is not because i2 has two children.

Branchless A level is branchless if every node at the parent level,
including each duplicate, has exactly one child. Knowledge of such
one-to-one relationships between levels can be used to e�ciently col-
lapse their corresponding loops. Figure 2-9 shows one level that is
branchless and one that is not because i2 has more than one child.
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Figure 2-10: A compact level and one
that is not because an unlabeled node
appears between two nodes.

Compact A level is compact if no two coordinates are separated by
an unlabeled node. As we will see in Section 2.5, some physical stor-
age schemes, such as hash maps, have unlabeled nodes that represent
empty buckets.

Level Capabilities

A coordinate tree level capability is exposed as a set of coordinate
tree level functionswith �xed interfaces that a level type may choose
to implement. These function interfaces are designed to return code
that implements the function. The code generator then emits this code
as part of the function that implements an expression. We de�ne �ve
capabilities: coordinate iterate, position iterate, locate, append, and
insert.

Coordinate Iterate The coordinate iteration capability iterates over
coordinates and retrieves positions. It consists of two level functions:
one that returns an iterator over coordinates (coord_bounds) and one
that accesses the position of each coordinate (coord_access):
coord_bounds(i1, . . ., ik�1) -> <ibegink, iendk>
coord_access(pk�1, i1, . . ., ik) -> <pk, found>

Given a list of ancestor coordinates (i1, . . . , ik�1), coord_bounds returns
the bounds of an iterator over coordinates that may have those ances-
tors. For each coordinate ik within those bounds, coord_access either
returns the position of a child of pk�1 that encodes ik and returns found
as true, or it returns found as false if the coordinate does not actually
exist. In practice, the emitted code can often be optimized by removing

29

with smaller indices to nodes with larger indices, and a level that is
not ordered because j3 occurs before j2.

i1

j1 j2

i2

j1 j2 j3

unique

i1

j1 j2

i1

j1 j3 j3

not unique

Figure 2-8: A unique level and one that
is not because two paths appear twice.

Unique A level is unique if no identical paths end at the level. Two
paths are identical if the nodes at every step along both paths are the
same nodes. Figure 2-8 shows a level that is unique and one that is not
because paths i1-j1 (blue) and i1-j3 (green) appear twice. Note that it
does not matter if both nodes along the path are duplicates (the blue
path) or if one node is shared and the other a duplicate (the green path).

i1 i2 i2 i1 i2

j1 j1 j2 j2 j1 j2

branchless not branchless

Figure 2-9: A branchless level and one
that is not because i2 has two children.

Branchless A level is branchless if every node at the parent level,
including each duplicate, has exactly one child. Knowledge of such
one-to-one relationships between levels can be used to e�ciently col-
lapse their corresponding loops. Figure 2-9 shows one level that is
branchless and one that is not because i2 has more than one child.

j1 j2 j3 j1 j3

compact not compact

Figure 2-10: A compact level and one
that is not because an unlabeled node
appears between two nodes.

Compact A level is compact if no two coordinates are separated by
an unlabeled node. As we will see in Section 2.5, some physical stor-
age schemes, such as hash maps, have unlabeled nodes that represent
empty buckets.

Level Capabilities

A coordinate tree level capability is exposed as a set of coordinate
tree level functionswith �xed interfaces that a level type may choose
to implement. These function interfaces are designed to return code
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Coordinate Iterate The coordinate iteration capability iterates over
coordinates and retrieves positions. It consists of two level functions:
one that returns an iterator over coordinates (coord_bounds) and one
that accesses the position of each coordinate (coord_access):
coord_bounds(i1, . . ., ik�1) -> <ibegink, iendk>
coord_access(pk�1, i1, . . ., ik) -> <pk, found>

Given a list of ancestor coordinates (i1, . . . , ik�1), coord_bounds returns
the bounds of an iterator over coordinates that may have those ances-
tors. For each coordinate ik within those bounds, coord_access either
returns the position of a child of pk�1 that encodes ik and returns found
as true, or it returns found as false if the coordinate does not actually
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Level  types: dense and compressed

Dense locate capability:

Table 2-13: De�nitions of level functions of the six level types that implement access capabilities. All level types except dense
levels provide coordinate or position iterators. In addition, dense and hash maps provide O(1) locate functions.

Level Types Level Function De�nitions

Dense
locate(pk�1, i1, . . ., ik):
return <pk�1 * Nk + ik, true>

Compressed
pos_bounds(pk�1):
return <pos[pk�1], pos[pk�1 + 1]>

pos_access(pk, i1, . . ., ik�1):
return <crd[pk], true>

Singleton
pos_bounds(pk�1):
return <pk�1, pk�1 + 1>

pos_access(pk, i1, . . ., ik�1):
return <crd[pk], true>

Range
coord_bounds(i1, . . ., ik�1):
return <max(0, -offset[ik�1]),

min(Nk, Mk - offset[ik�1])>

coord_access(pk�1, i1, . . ., ik):
return <pk�1 * Nk + ik, true>

O�set
pos_bounds(pk�1):
return <pk�1, pk�1 + 1>

pos_access(pk, i1, . . ., ik�1):
return <ik�1 + offset[ik�2], true>

Hashed
pos_bounds(pk�1):
return <pk�1 * Wk, (pk�1 + 1) * Wk>

pos_access(pk, i1, . . ., ik�1):
return <crd[pk], crd[pk] != -1>

locate(pk�1, i1, . . ., ik):
int pk = ik % Wk + pk�1 * Wk
if (crd[pk] != ik && crd[pk] != -1) {

int end = pk
do {

pk = (pk + 1) % Wk + pk�1 * Wk
} while (crd[pk] != ik && crd[pk] != -1 && pk != end)

}

return <pk, crd[pk] == ik>
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Table 2-13: De�nitions of level functions of the six level types that implement access capabilities. All level types except dense
levels provide coordinate or position iterators. In addition, dense and hash maps provide O(1) locate functions.

Level Types Level Function De�nitions
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locate(pk�1, i1, . . ., ik):
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if (crd[pk] != ik && crd[pk] != -1) {

int end = pk
do {
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} while (crd[pk] != ik && crd[pk] != -1 && pk != end)

}

return <pk, crd[pk] == ik>
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levels provide coordinate or position iterators. In addition, dense and hash maps provide O(1) locate functions.
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O�set
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pos_access(pk, i1, . . ., ik�1):
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pos_bounds(pk�1):
return <pk�1 * Wk, (pk�1 + 1) * Wk>

pos_access(pk, i1, . . ., ik�1):
return <crd[pk], crd[pk] != -1>

locate(pk�1, i1, . . ., ik):
int pk = ik % Wk + pk�1 * Wk
if (crd[pk] != ik && crd[pk] != -1) {

int end = pk
do {

pk = (pk + 1) % Wk + pk�1 * Wk
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}
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Table 2-13: De�nitions of level functions of the six level types that implement access capabilities. All level types except dense
levels provide coordinate or position iterators. In addition, dense and hash maps provide O(1) locate functions.

Level Types Level Function De�nitions

Dense
locate(pk�1, i1, . . ., ik):
return <pk�1 * Nk + ik, true>

Compressed
pos_bounds(pk�1):
return <pos[pk�1], pos[pk�1 + 1]>

pos_access(pk, i1, . . ., ik�1):
return <crd[pk], true>

Singleton
pos_bounds(pk�1):
return <pk�1, pk�1 + 1>

pos_access(pk, i1, . . ., ik�1):
return <crd[pk], true>

Range
coord_bounds(i1, . . ., ik�1):
return <max(0, -offset[ik�1]),

min(Nk, Mk - offset[ik�1])>

coord_access(pk�1, i1, . . ., ik):
return <pk�1 * Nk + ik, true>

O�set
pos_bounds(pk�1):
return <pk�1, pk�1 + 1>

pos_access(pk, i1, . . ., ik�1):
return <ik�1 + offset[ik�2], true>

Hashed
pos_bounds(pk�1):
return <pk�1 * Wk, (pk�1 + 1) * Wk>

pos_access(pk, i1, . . ., ik�1):
return <crd[pk], crd[pk] != -1>

locate(pk�1, i1, . . ., ik):
int pk = ik % Wk + pk�1 * Wk
if (crd[pk] != ik && crd[pk] != -1) {

int end = pk
do {

pk = (pk + 1) % Wk + pk�1 * Wk
} while (crd[pk] != ik && crd[pk] != -1 && pk != end)

}

return <pk, crd[pk] == ik>
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Level Types Level Function De�nitions

Dense
locate(pk�1, i1, . . ., ik):
return <pk�1 * Nk + ik, true>
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pos_bounds(pk�1):
return <pos[pk�1], pos[pk�1 + 1]>

pos_access(pk, i1, . . ., ik�1):
return <crd[pk], true>

Singleton
pos_bounds(pk�1):
return <pk�1, pk�1 + 1>
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return <pk�1 * Nk + ik, true>

O�set
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pos_access(pk, i1, . . ., ik�1):
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pos_bounds(pk�1):
return <pk�1 * Wk, (pk�1 + 1) * Wk>

pos_access(pk, i1, . . ., ik�1):
return <crd[pk], crd[pk] != -1>

locate(pk�1, i1, . . ., ik):
int pk = ik % Wk + pk�1 * Wk
if (crd[pk] != ik && crd[pk] != -1) {

int end = pk
do {

pk = (pk + 1) % Wk + pk�1 * Wk
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}
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coord_access(pk�1, i1, . . ., ik):
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O�set
pos_bounds(pk�1):
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pos_access(pk, i1, . . ., ik�1):
return <crd[pk], crd[pk] != -1>

locate(pk�1, i1, . . ., ik):
int pk = ik % Wk + pk�1 * Wk
if (crd[pk] != ik && crd[pk] != -1) {

int end = pk
do {

pk = (pk + 1) % Wk + pk�1 * Wk
} while (crd[pk] != ik && crd[pk] != -1 && pk != end)

}

return <pk, crd[pk] == ik>

33

Compressed iterate capability

Compressed iterate 

  for (int i = 0; i < m; i++) { 
   for (int pA = A_pos[i]; pA < A_pos[i+1]; pA++) { 
      int j = A_crd[pA]; 
      y[i] += A[pA] * x[j]; 
    } 
  }

y = Ax



20

Level  types: dense and compressed

Dense locate capability:

Table 2-13: De�nitions of level functions of the six level types that implement access capabilities. All level types except dense
levels provide coordinate or position iterators. In addition, dense and hash maps provide O(1) locate functions.

Level Types Level Function De�nitions
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levels provide coordinate or position iterators. In addition, dense and hash maps provide O(1) locate functions.
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Figure 3-10: Eight sparse iteration graphs with index variable iteration domains computed from the iteration graph’s symbolic
expression for each index variable.

tension to the iteration space algebra where iteration over dimension
nodes are represented as forall expressions that are nested according
to the tree embedding. This extension gives the iteration graph ex-
pressions an operational semantics (iterate through dimensions in the
given order), whereas iteration space expressions have declarative se-
mantics (a point is in the iteration space if it is in the set described
by the expression). The inner expressions are syntactically the same
in the two algebras, but are in the iteration graph expressions reinter-
preted so that indexed operands describe paths and operators describe
how the coordinate tree levels should be combined.

Figure 3-10 provides eight examples of iteration graphs to help
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for (int i = 0; i < m; i++) { 

Aij =
X

k

Bijkck

    int pA2 = i*n + j; 
    int pB3 = B3_pos[pB2]; 
    int pc1 = c1_pos[0]; 
    while (pB3 < B3_pos[pB2+1] && pc1 < c1_pos[1]) { 
      int kB = B3_crd[pB3]; 
      int kc = c1_crd[pc1]; 
      int k = min(kB, kc); 
      if (kB == k && kc == k) { 
        A[pA2] += B[pB3] * c[pc1]; 
      } 
      if (kB == k) pB3++; 
      if (kc == k) pc1++; 
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  } 
}
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Iteration lattice for multiplications

int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 

  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
}
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Iteration lattice for multiplications

int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 

  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
}

  if (ib == i && ic == i) { 
    a[i] = b[pb1] * c[pc1]; 
  }
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Iteration lattice for multiplications

int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 

  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
}

  if (ib == i && ic == i) { 
    a[i] = b[pb1] * c[pc1]; 
  }
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Iteration lattice for additions

cb

int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 

  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
}
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int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 

  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
}
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    a[i] = b[pb1] + c[pc1]; 
  }
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int pc1 = c1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 

  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
}

  else if (ib == i) { 
    a[i] = b[pb1]; 
  }
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int pc1 = c1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 

  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
}

  else if (ib == i) { 
    a[i] = b[pb1]; 
  }

b, c

30

∅

ai = bi + ci

b c
bc

b c

  if (ib == i && ic == i) { 
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  }

  else { 
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  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 
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}
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Iteration lattice for additions

cb

int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 

  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
}

  else if (ib == i) { 
    a[i] = b[pb1]; 
  }
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30

∅
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while (pb1 < b1_pos[1]) { 
  int i = b1_crd[pb1]; 
  a[i] = b[pb1++]; 
}
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bc

b c

  if (ib == i && ic == i) { 
    a[i] = b[pb1] + c[pc1]; 
  }

  else { 
    a[i] = c[pc1]; 
  }



Iteration lattice for additions

cb

int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 

  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
}

  else if (ib == i) { 
    a[i] = b[pb1]; 
  }

b, c

30

∅

ai = bi + ci

while (pc1 < c1_pos[1]) { 
  int i = c1_crd[pc1]; 
  a[i] = c[pc1++]; 
}

while (pb1 < b1_pos[1]) { 
  int i = b1_crd[pb1]; 
  a[i] = b[pb1++]; 
}

b c
bc

b c

  if (ib == i && ic == i) { 
    a[i] = b[pb1] + c[pc1]; 
  }

  else { 
    a[i] = c[pc1]; 
  }
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Iteration lattice for a compound expression

b c

d

while (pc1 < c1_pos[1] && pd1 < d1_pos[1]) { 
  int ic = c1_crd[pc1]; 
  int id = d1_crd[pd1]; 
  int i = min(ic, id); 
  if (ic == i && id == i) { 
    a[i] = c[pc1] + d[pd1]; 
  } 
  else if (ic == i) { 
    a[i] = c[pc1]; 
  } 
  else { 
    a[i] = d[pd1]; 
  } 
  if (ic == i) pc1++; 
  if (id == i) pd1++; 
} 

while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 
  if (ib == i && ic == i) { 
    a[i] = b[pb1] + c[pc1]; 
  } 
  else if (ib == i) { 
    a[i] = b[pb1]; 
  } 
  else { 
    a[i] = c[pc1]; 
  } 
  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
} 

while (pb1 < b1_pos[1] && pd1 < d1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int id = d1_crd[pd1]; 
  int i = min(ib, id); 
  if (ib == i && id == i) { 
    a[i] = b[pb1] + d[pd1]; 
  } 
  else if (ib == i) { 
    a[i] = b[pb1]; 
  } 
  else { 
    a[i] = d[pd1]; 
  } 
  if (ib == i) pb1++; 
  if (id == i) pd1++; 
} 

int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
int pd1 = d1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1] && pd1 < d1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int id = d1_crd[pd1]; 
  int i = min(ib, ic, id); 
  if (ib == i && ic == i && id == i) { 
    a[i] = b[pb1] + c[pc1] + d[pd1]; 
  } 
  else if (ib == i && id == i) { 
    a[i] = b[pb1] + d[pd1]; 
  } 
  else if (ic == i && id == i) { 
    a[i] = c[pc1] + d[pd1]; 
  } 
  else if (ib == i && ic == i) { 
    a[i] = b[pb1] + c[pc1]; 
  } 
  else if (ib == i) { 
    a[i] = b[pb1]; 
  } 
  else if (ic == i) { 
    a[i] = c[pc1]; 
  } 
  else { 
    a[i] = d[pd1]; 
  } 
  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
  if (id == i) pd1++; 
}

while (pb1 < b1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  a[ib] = b[pb1]; 
  pb1++; 
}

while (pc1 < c1_pos[1]) { 
  int ic = c1_crd[pc1]; 
  a[ic] = c[pc1]; 
  pc1++; 
} 

while (pd1 < d1_pos[1]) { 
  int id = d1_crd[pd1]; 
  a[id] = d[pd1]; 
  pd1++; 
} 
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Iteration lattice for a compound expression
Dense

b c

d

while (pc1 < c1_pos[1] && pd1 < d1_pos[1]) { 
  int ic = c1_crd[pc1]; 
  int id = d1_crd[pd1]; 
  int i = min(ic, id); 
  if (ic == i && id == i) { 
    a[i] = c[pc1] + d[pd1]; 
  } 
  else if (ic == i) { 
    a[i] = c[pc1]; 
  } 
  else { 
    a[i] = d[pd1]; 
  } 
  if (ic == i) pc1++; 
  if (id == i) pd1++; 
} 

while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int i = min(ib, ic); 
  if (ib == i && ic == i) { 
    a[i] = b[pb1] + c[pc1]; 
  } 
  else if (ib == i) { 
    a[i] = b[pb1]; 
  } 
  else { 
    a[i] = c[pc1]; 
  } 
  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
} 

while (pb1 < b1_pos[1] && pd1 < d1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int id = d1_crd[pd1]; 
  int i = min(ib, id); 
  if (ib == i && id == i) { 
    a[i] = b[pb1] + d[pd1]; 
  } 
  else if (ib == i) { 
    a[i] = b[pb1]; 
  } 
  else { 
    a[i] = d[pd1]; 
  } 
  if (ib == i) pb1++; 
  if (id == i) pd1++; 
} 

int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
int pd1 = d1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1] && pd1 < d1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int id = d1_crd[pd1]; 
  int i = min(ib, ic, id); 
  if (ib == i && ic == i && id == i) { 
    a[i] = b[pb1] + c[pc1] + d[pd1]; 
  } 
  else if (ib == i && id == i) { 
    a[i] = b[pb1] + d[pd1]; 
  } 
  else if (ic == i && id == i) { 
    a[i] = c[pc1] + d[pd1]; 
  } 
  else if (ib == i && ic == i) { 
    a[i] = b[pb1] + c[pc1]; 
  } 
  else if (ib == i) { 
    a[i] = b[pb1]; 
  } 
  else if (ic == i) { 
    a[i] = c[pc1]; 
  } 
  else { 
    a[i] = d[pd1]; 
  } 
  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
  if (id == i) pd1++; 
}

while (pb1 < b1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  a[ib] = b[pb1]; 
  pb1++; 
}

while (pc1 < c1_pos[1]) { 
  int ic = c1_crd[pc1]; 
  a[ic] = c[pc1]; 
  pc1++; 
} 

while (pd1 < d1_pos[1]) { 
  int id = d1_crd[pd1]; 
  a[id] = d[pd1]; 
  pd1++; 
} 
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Iteration lattice for a compound expression

int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
int id = 0; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int pd1 = id; 
  int pa1 = id; 
  if (ib == id && ic == id) { 
    a[pa1] = b[pb1] + c[pc1] + d[pd1]; 
  } 
  else if (ib == id) { 
    a[pa1] = b[pb1] + d[pd1]; 
  } 
  else if (ic == id) { 
    a[pa1] = c[pc1] + d[pd1]; 
  } 
  else { 
    a[pa1] = d[pd1]; 
  } 
  if (ib == id) pb1++; 
  if (ic == id) pc1++; 
  id++; 
} 

while (id < d1_dimension) { 
  int pd1 = id; 
  int pa1 = id; 
  a[pa1] = d[pd1]; 
  id++; 
}

while (pb1 < b1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int pd1 = id; 
  int pa1 = id; 
  if (ib == id) { 
    a[pa1] = b[pb1] + d[pd1]; 
  } 
  else { 
    a[pa1] = d[pd1]; 
  } 
  if (ib == id) pb1++; 
  id++; 
}

while (pc1 < c1_pos[1]) { 
  int ic = c1_crd[pc1]; 
  int pd1 = id; 
  int pa1 = id; 
  if (ic == id) { 
    a[pa1] = c[pc1] + d[pd1]; 
  } 
  else { 
    a[pa1] = d[pd1]; 
  } 
  if (ic == id) pc1++; 
  id++; 
}
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Iteration lattice for a compound expression
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Iteration lattice for a compound expression

while (pb1 < b1_pos[1] && pd1 < d1_pos[1]) 
{ 
  int ib = b1_crd[pb1]; 
  int id = d1_crd[pd1]; 
  int i = min(ib, id); 
  if (ib == i && id == i) { 
    a[i] = b[pb1] * d[pd1]; 
  } 
  if (ib == i) pb1++; 
  if (id == i) pd1++; 
}

32

ai = (bi + ci)di

b c

d ∅

b c d

dbd
c

db, c,

d b d,c,

int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
int pd1 = d1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1] && pd1 < d1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int id = d1_crd[pd1]; 
  int i = min(ib, ic, id); 
  if (ib == i && ic == i && id == i) { 
    a[i] = (b[pb1] + c[pc1]) * d[pd1]; 
  } 
  else if (ib == i && id == i) { 
    a[i] = b[pb1] * d[pd1]; 
  } 
  else if (ic == i && id == i) { 
    a[i] = c[pc1] * d[pd1]; 
  } 
  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
  if (id == i) pd1++; 
}

while (pc1 < c1_pos[1] && pd1 < d1_pos[1]) { 
  int ic = c1_crd[pc1]; 
  int id = d1_crd[pd1]; 
  int i = min(ic, id); 
  if (ic == i && id == i) { 
    a[i] = c[pc1] * d[pd1]; 
  } 
  if (ic == i) pc1++; 
  if (id == i) pd1++; 
}



Iteration lattice for a compound expression

while (pb1 < b1_pos[1] && pd1 < d1_pos[1]) 
{ 
  int ib = b1_crd[pb1]; 
  int id = d1_crd[pd1]; 
  int i = min(ib, id); 
  if (ib == i && id == i) { 
    a[i] = b[pb1] * d[pd1]; 
  } 
  if (ib == i) pb1++; 
  if (id == i) pd1++; 
}
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b c

d ∅

b c d

dbd
c

Dense

db, c,

d b d,c,

int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
int pd1 = d1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1] && pd1 < d1_pos[1]) { 
  int ib = b1_crd[pb1]; 
  int ic = c1_crd[pc1]; 
  int id = d1_crd[pd1]; 
  int i = min(ib, ic, id); 
  if (ib == i && ic == i && id == i) { 
    a[i] = (b[pb1] + c[pc1]) * d[pd1]; 
  } 
  else if (ib == i && id == i) { 
    a[i] = b[pb1] * d[pd1]; 
  } 
  else if (ic == i && id == i) { 
    a[i] = c[pc1] * d[pd1]; 
  } 
  if (ib == i) pb1++; 
  if (ic == i) pc1++; 
  if (id == i) pd1++; 
}

while (pc1 < c1_pos[1] && pd1 < d1_pos[1]) { 
  int ic = c1_crd[pc1]; 
  int id = d1_crd[pd1]; 
  int i = min(ic, id); 
  if (ic == i && id == i) { 
    a[i] = c[pc1] * d[pd1]; 
  } 
  if (ic == i) pc1++; 
  if (id == i) pd1++; 
}



Iteration lattice for a compound expression

while (pb1 < b1_pos[1] && pd1 < d1_pos[1]) 
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int pb1 = b1_pos[0]; 
int pc1 = c1_pos[0]; 
while (pb1 < b1_pos[1] && pc1 < c1_pos[1]) { 
  int ib = b1_crd[pb1]; 
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  int i = min(ib, ic); 
  if (ib == i && ic == i) { 
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  } 
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  } 
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while (pb1 < b1_pos[1]) { 
  int i = b1_crd[pb1]; 
  a[i] = b[pb1] * d[i]; 
  pb1++; 
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while (pc1 < c1_pos[1]) { 
  int i = c1_crd[pc1]; 
  a[i] = c[pc1] * d[i]; 
  pc1++; 
}
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Figure 3-27: Iteration lattices for several expressions. (a)–(b) have only compressed operands, (c)–(d) have only dense operands,
and (e)–(f) have mixed operands where c is dense while b and d are compressed. Lattices with dense operands are optimized.

regions we need to consider are those of the lattice points un-
derneath the current lattice point (Figure 3-26).

4. When any segments run out of values, follow their lattice edge
to a new lattice point and repeat the process until reaching the
bottom.

This strategy leads to successively fewer segments to coiterate and re-
gions to consider. We can use lattices, and this observation, to write
code for any iteration domain that consists of a sequence of coiter-
ating while loops that become simpler as we move down the lattice.
Chapter 5 will show how to generate coiteration code from iteration
lattices. Figure 3-27 provides several more lattice examples.
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Figure 3-26: The sublattice of the lattice
points below a lattice point Lp . These
are the lattice points that exclude seg-
ments that have run out of values.
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Figure 3-28: An iteration lattices con-
structed from the subexpressions of an
iteration domain.

An iteration lattice can be constructed from an iteration domain.
The construction algorithm proceeds bottom up, creating lattices at
operands and merging them at operators (Figure 3-28). There are two
types of operands (segments and dimensions) and two types of itera-
tors (intersections and unions), resulting in four construction rules to
create lattices that generalize the merge strategy. In addition, several
optimizations can be employed to simplify the lattices and to move
iterators to the locators set, thus creating lattices that combine the
merge and iterate-and-locate strategies. The four iteration lattice con-
struction rules are:

Segment rule The segment rule has two cases. If the level type of a
segment supports an iterator capability, then the rule returns a
lattice with a single non-bottom lattice point whose set of iter-
ators contains the segment and whose set of locators is empty.
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regions we need to consider are those of the lattice points un-
derneath the current lattice point (Figure 3-26).

4. When any segments run out of values, follow their lattice edge
to a new lattice point and repeat the process until reaching the
bottom.

This strategy leads to successively fewer segments to coiterate and re-
gions to consider. We can use lattices, and this observation, to write
code for any iteration domain that consists of a sequence of coiter-
ating while loops that become simpler as we move down the lattice.
Chapter 5 will show how to generate coiteration code from iteration
lattices. Figure 3-27 provides several more lattice examples.
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Figure 3-28: An iteration lattices con-
structed from the subexpressions of an
iteration domain.

An iteration lattice can be constructed from an iteration domain.
The construction algorithm proceeds bottom up, creating lattices at
operands and merging them at operators (Figure 3-28). There are two
types of operands (segments and dimensions) and two types of itera-
tors (intersections and unions), resulting in four construction rules to
create lattices that generalize the merge strategy. In addition, several
optimizations can be employed to simplify the lattices and to move
iterators to the locators set, thus creating lattices that combine the
merge and iterate-and-locate strategies. The four iteration lattice con-
struction rules are:

Segment rule The segment rule has two cases. If the level type of a
segment supports an iterator capability, then the rule returns a
lattice with a single non-bottom lattice point whose set of iter-
ators contains the segment and whose set of locators is empty.
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regions we need to consider are those of the lattice points un-
derneath the current lattice point (Figure 3-26).

4. When any segments run out of values, follow their lattice edge
to a new lattice point and repeat the process until reaching the
bottom.

This strategy leads to successively fewer segments to coiterate and re-
gions to consider. We can use lattices, and this observation, to write
code for any iteration domain that consists of a sequence of coiter-
ating while loops that become simpler as we move down the lattice.
Chapter 5 will show how to generate coiteration code from iteration
lattices. Figure 3-27 provides several more lattice examples.
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An iteration lattice can be constructed from an iteration domain.
The construction algorithm proceeds bottom up, creating lattices at
operands and merging them at operators (Figure 3-28). There are two
types of operands (segments and dimensions) and two types of itera-
tors (intersections and unions), resulting in four construction rules to
create lattices that generalize the merge strategy. In addition, several
optimizations can be employed to simplify the lattices and to move
iterators to the locators set, thus creating lattices that combine the
merge and iterate-and-locate strategies. The four iteration lattice con-
struction rules are:

Segment rule The segment rule has two cases. If the level type of a
segment supports an iterator capability, then the rule returns a
lattice with a single non-bottom lattice point whose set of iter-
ators contains the segment and whose set of locators is empty.
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If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).

b
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U | b

;

U

Figure 3-29: The iteration lattices of a
segment expression, that supports an it-
erator capability (left) and that instead
only supports locate (right).

U

;

U

Figure 3-30: The iteration lattice of a di-
mension expression.

Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.

iterate over b locate from c

b c

b | c

;

b

Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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regions we need to consider are those of the lattice points un-
derneath the current lattice point (Figure 3-26).

4. When any segments run out of values, follow their lattice edge
to a new lattice point and repeat the process until reaching the
bottom.

This strategy leads to successively fewer segments to coiterate and re-
gions to consider. We can use lattices, and this observation, to write
code for any iteration domain that consists of a sequence of coiter-
ating while loops that become simpler as we move down the lattice.
Chapter 5 will show how to generate coiteration code from iteration
lattices. Figure 3-27 provides several more lattice examples.
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Figure 3-26: The sublattice of the lattice
points below a lattice point Lp . These
are the lattice points that exclude seg-
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Figure 3-28: An iteration lattices con-
structed from the subexpressions of an
iteration domain.

An iteration lattice can be constructed from an iteration domain.
The construction algorithm proceeds bottom up, creating lattices at
operands and merging them at operators (Figure 3-28). There are two
types of operands (segments and dimensions) and two types of itera-
tors (intersections and unions), resulting in four construction rules to
create lattices that generalize the merge strategy. In addition, several
optimizations can be employed to simplify the lattices and to move
iterators to the locators set, thus creating lattices that combine the
merge and iterate-and-locate strategies. The four iteration lattice con-
struction rules are:

Segment rule The segment rule has two cases. If the level type of a
segment supports an iterator capability, then the rule returns a
lattice with a single non-bottom lattice point whose set of iter-
ators contains the segment and whose set of locators is empty.
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If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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Figure 3-29: The iteration lattices of a
segment expression, that supports an it-
erator capability (left) and that instead
only supports locate (right).
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Figure 3-30: The iteration lattice of a di-
mension expression.

Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.
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;

b

Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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b does not have an iterator, 
but supports locate

If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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erator capability (left) and that instead
only supports locate (right).
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Figure 3-30: The iteration lattice of a di-
mension expression.

Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.
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Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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Figure 3-27: Iteration lattices for several expressions. (a)–(b) have only compressed operands, (c)–(d) have only dense operands,
and (e)–(f) have mixed operands where c is dense while b and d are compressed. Lattices with dense operands are optimized.

regions we need to consider are those of the lattice points un-
derneath the current lattice point (Figure 3-26).

4. When any segments run out of values, follow their lattice edge
to a new lattice point and repeat the process until reaching the
bottom.

This strategy leads to successively fewer segments to coiterate and re-
gions to consider. We can use lattices, and this observation, to write
code for any iteration domain that consists of a sequence of coiter-
ating while loops that become simpler as we move down the lattice.
Chapter 5 will show how to generate coiteration code from iteration
lattices. Figure 3-27 provides several more lattice examples.
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Figure 3-26: The sublattice of the lattice
points below a lattice point Lp . These
are the lattice points that exclude seg-
ments that have run out of values.

[

b c

!

! !

b, c

b c

;

b

;

c

;

Figure 3-28: An iteration lattices con-
structed from the subexpressions of an
iteration domain.

An iteration lattice can be constructed from an iteration domain.
The construction algorithm proceeds bottom up, creating lattices at
operands and merging them at operators (Figure 3-28). There are two
types of operands (segments and dimensions) and two types of itera-
tors (intersections and unions), resulting in four construction rules to
create lattices that generalize the merge strategy. In addition, several
optimizations can be employed to simplify the lattices and to move
iterators to the locators set, thus creating lattices that combine the
merge and iterate-and-locate strategies. The four iteration lattice con-
struction rules are:

Segment rule The segment rule has two cases. If the level type of a
segment supports an iterator capability, then the rule returns a
lattice with a single non-bottom lattice point whose set of iter-
ators contains the segment and whose set of locators is empty.
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If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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U

Figure 3-29: The iteration lattices of a
segment expression, that supports an it-
erator capability (left) and that instead
only supports locate (right).

U

;

U

Figure 3-30: The iteration lattice of a di-
mension expression.

Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.

iterate over b locate from c

b c

b | c

;

b

Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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Figure 3-29: The iteration lattices of a
segment expression, that supports an it-
erator capability (left) and that instead
only supports locate (right).
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Figure 3-30: The iteration lattice of a di-
mension expression.

Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.

iterate over b locate from c

b c

b | c

;

b

Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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Figure 3-29: The iteration lattices of a
segment expression, that supports an it-
erator capability (left) and that instead
only supports locate (right).

U

;

U

Figure 3-30: The iteration lattice of a di-
mension expression.

Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.

iterate over b locate from c

b c

b | c

;

b

Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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Figure 3-27: Iteration lattices for several expressions. (a)–(b) have only compressed operands, (c)–(d) have only dense operands,
and (e)–(f) have mixed operands where c is dense while b and d are compressed. Lattices with dense operands are optimized.

regions we need to consider are those of the lattice points un-
derneath the current lattice point (Figure 3-26).

4. When any segments run out of values, follow their lattice edge
to a new lattice point and repeat the process until reaching the
bottom.

This strategy leads to successively fewer segments to coiterate and re-
gions to consider. We can use lattices, and this observation, to write
code for any iteration domain that consists of a sequence of coiter-
ating while loops that become simpler as we move down the lattice.
Chapter 5 will show how to generate coiteration code from iteration
lattices. Figure 3-27 provides several more lattice examples.
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Figure 3-26: The sublattice of the lattice
points below a lattice point Lp . These
are the lattice points that exclude seg-
ments that have run out of values.
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Figure 3-28: An iteration lattices con-
structed from the subexpressions of an
iteration domain.

An iteration lattice can be constructed from an iteration domain.
The construction algorithm proceeds bottom up, creating lattices at
operands and merging them at operators (Figure 3-28). There are two
types of operands (segments and dimensions) and two types of itera-
tors (intersections and unions), resulting in four construction rules to
create lattices that generalize the merge strategy. In addition, several
optimizations can be employed to simplify the lattices and to move
iterators to the locators set, thus creating lattices that combine the
merge and iterate-and-locate strategies. The four iteration lattice con-
struction rules are:

Segment rule The segment rule has two cases. If the level type of a
segment supports an iterator capability, then the rule returns a
lattice with a single non-bottom lattice point whose set of iter-
ators contains the segment and whose set of locators is empty.
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If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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Figure 3-29: The iteration lattices of a
segment expression, that supports an it-
erator capability (left) and that instead
only supports locate (right).
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;

U

Figure 3-30: The iteration lattice of a di-
mension expression.

Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.

iterate over b locate from c

b c

b | c

;

b

Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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Figure 3-29: The iteration lattices of a
segment expression, that supports an it-
erator capability (left) and that instead
only supports locate (right).
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Figure 3-30: The iteration lattice of a di-
mension expression.

Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.

iterate over b locate from c

b c

b | c

;

b

Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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Figure 3-29: The iteration lattices of a
segment expression, that supports an it-
erator capability (left) and that instead
only supports locate (right).

U

;

U

Figure 3-30: The iteration lattice of a di-
mension expression.

Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.
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;

b

Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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Figure 3-31: The iteration lattice intersection rule constructs a lattice from the Cartesian product of the lattice points of the
operands, merging the resulting lattice point pairs.
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Figure 3-32: The iteration lattice union rule constructs a lattice from the union of the Cartesian product of the lattice points of
the operands, merging the resulting lattice point pairs, and the lattice points of each operand.

Subset optimization The subset optimization takes advantage of the
fact that the union of a subset and a superset is fully contained in
the superset. It is therefore su�cient to iterate over the superset
to cover the entire union, provided the subset supports locate to
query what region each coordinate lays in (Figure 3-34).

The subset optimization applies rules both to the pre-merger
lattice point pairs and to the post-merger lattice points, in the
union rule. One of the lattices of the union is �rst determined
to be a subset of the other, and its location in the lattice point
pairs is the subset side. Pre-merger, the optimization moves the
segments with the locate capability of every lattice point on the
subset side to the locators set. Post-merger, it remove all lattices
whose iterators are all subsets of the iterators of a prior lattice
point. For example, if the top lattice point has a full iterator, then
we remove all iterators that do not have this lattice point.
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;

b

Figure 3-34: Venn diagram that shows
the subset optimization applied to b [ c

where b ◆ c and c supports locate. In-
stead of coiterating over b and c , we it-
erate over b and locate from c to deter-
mine the region of the coordinate.
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Figure 3-31: The iteration lattice intersection rule constructs a lattice from the Cartesian product of the lattice points of the
operands, merging the resulting lattice point pairs.

b, c

b c

;

(b [ c)

d , e

d e

;

(d [ e)

b, c ,d , e

b, c ,d b, c , e b,d , e c ,d , e

b, c b,d b, e c ,d c , e d , e

b c d e

;

(b [ c) [ (d [ e)

Figure 3-32: The iteration lattice union rule constructs a lattice from the union of the Cartesian product of the lattice points of
the operands, merging the resulting lattice point pairs, and the lattice points of each operand.

Subset optimization The subset optimization takes advantage of the
fact that the union of a subset and a superset is fully contained in
the superset. It is therefore su�cient to iterate over the superset
to cover the entire union, provided the subset supports locate to
query what region each coordinate lays in (Figure 3-34).

The subset optimization applies rules both to the pre-merger
lattice point pairs and to the post-merger lattice points, in the
union rule. One of the lattices of the union is �rst determined
to be a subset of the other, and its location in the lattice point
pairs is the subset side. Pre-merger, the optimization moves the
segments with the locate capability of every lattice point on the
subset side to the locators set. Post-merger, it remove all lattices
whose iterators are all subsets of the iterators of a prior lattice
point. For example, if the top lattice point has a full iterator, then
we remove all iterators that do not have this lattice point.
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Figure 3-34: Venn diagram that shows
the subset optimization applied to b [ c

where b ◆ c and c supports locate. In-
stead of coiterating over b and c , we it-
erate over b and locate from c to deter-
mine the region of the coordinate.
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Figure 3-31: The iteration lattice intersection rule constructs a lattice from the Cartesian product of the lattice points of the
operands, merging the resulting lattice point pairs.
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Figure 3-32: The iteration lattice union rule constructs a lattice from the union of the Cartesian product of the lattice points of
the operands, merging the resulting lattice point pairs, and the lattice points of each operand.

Subset optimization The subset optimization takes advantage of the
fact that the union of a subset and a superset is fully contained in
the superset. It is therefore su�cient to iterate over the superset
to cover the entire union, provided the subset supports locate to
query what region each coordinate lays in (Figure 3-34).

The subset optimization applies rules both to the pre-merger
lattice point pairs and to the post-merger lattice points, in the
union rule. One of the lattices of the union is �rst determined
to be a subset of the other, and its location in the lattice point
pairs is the subset side. Pre-merger, the optimization moves the
segments with the locate capability of every lattice point on the
subset side to the locators set. Post-merger, it remove all lattices
whose iterators are all subsets of the iterators of a prior lattice
point. For example, if the top lattice point has a full iterator, then
we remove all iterators that do not have this lattice point.
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Figure 3-34: Venn diagram that shows
the subset optimization applied to b [ c

where b ◆ c and c supports locate. In-
stead of coiterating over b and c , we it-
erate over b and locate from c to deter-
mine the region of the coordinate.
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Iteration lattice construction

Intersection

The intersection of two lattices is computed by merging the lattice point pairs in 
the Cartesian combination of their lattice points.
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Figure 3-31: The iteration lattice intersection rule constructs a lattice from the Cartesian product of the lattice points of the
operands, merging the resulting lattice point pairs.
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Figure 3-32: The iteration lattice union rule constructs a lattice from the union of the Cartesian product of the lattice points of
the operands, merging the resulting lattice point pairs, and the lattice points of each operand.

Subset optimization The subset optimization takes advantage of the
fact that the union of a subset and a superset is fully contained in
the superset. It is therefore su�cient to iterate over the superset
to cover the entire union, provided the subset supports locate to
query what region each coordinate lays in (Figure 3-34).

The subset optimization applies rules both to the pre-merger
lattice point pairs and to the post-merger lattice points, in the
union rule. One of the lattices of the union is �rst determined
to be a subset of the other, and its location in the lattice point
pairs is the subset side. Pre-merger, the optimization moves the
segments with the locate capability of every lattice point on the
subset side to the locators set. Post-merger, it remove all lattices
whose iterators are all subsets of the iterators of a prior lattice
point. For example, if the top lattice point has a full iterator, then
we remove all iterators that do not have this lattice point.
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Figure 3-34: Venn diagram that shows
the subset optimization applied to b [ c

where b ◆ c and c supports locate. In-
stead of coiterating over b and c , we it-
erate over b and locate from c to deter-
mine the region of the coordinate.
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Figure 3-32: The iteration lattice union rule constructs a lattice from the union of the Cartesian product of the lattice points of
the operands, merging the resulting lattice point pairs, and the lattice points of each operand.

Subset optimization The subset optimization takes advantage of the
fact that the union of a subset and a superset is fully contained in
the superset. It is therefore su�cient to iterate over the superset
to cover the entire union, provided the subset supports locate to
query what region each coordinate lays in (Figure 3-34).

The subset optimization applies rules both to the pre-merger
lattice point pairs and to the post-merger lattice points, in the
union rule. One of the lattices of the union is �rst determined
to be a subset of the other, and its location in the lattice point
pairs is the subset side. Pre-merger, the optimization moves the
segments with the locate capability of every lattice point on the
subset side to the locators set. Post-merger, it remove all lattices
whose iterators are all subsets of the iterators of a prior lattice
point. For example, if the top lattice point has a full iterator, then
we remove all iterators that do not have this lattice point.
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Figure 3-32: The iteration lattice union rule constructs a lattice from the union of the Cartesian product of the lattice points of
the operands, merging the resulting lattice point pairs, and the lattice points of each operand.

Subset optimization The subset optimization takes advantage of the
fact that the union of a subset and a superset is fully contained in
the superset. It is therefore su�cient to iterate over the superset
to cover the entire union, provided the subset supports locate to
query what region each coordinate lays in (Figure 3-34).

The subset optimization applies rules both to the pre-merger
lattice point pairs and to the post-merger lattice points, in the
union rule. One of the lattices of the union is �rst determined
to be a subset of the other, and its location in the lattice point
pairs is the subset side. Pre-merger, the optimization moves the
segments with the locate capability of every lattice point on the
subset side to the locators set. Post-merger, it remove all lattices
whose iterators are all subsets of the iterators of a prior lattice
point. For example, if the top lattice point has a full iterator, then
we remove all iterators that do not have this lattice point.
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Figure 3-34: Venn diagram that shows
the subset optimization applied to b [ c

where b ◆ c and c supports locate. In-
stead of coiterating over b and c , we it-
erate over b and locate from c to deter-
mine the region of the coordinate.

56

∩ →



35

Iteration lattice construction

Union
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Figure 3-32: The iteration lattice union rule constructs a lattice from the union of the Cartesian product of the lattice points of
the operands, merging the resulting lattice point pairs, and the lattice points of each operand.

Subset optimization The subset optimization takes advantage of the
fact that the union of a subset and a superset is fully contained in
the superset. It is therefore su�cient to iterate over the superset
to cover the entire union, provided the subset supports locate to
query what region each coordinate lays in (Figure 3-34).

The subset optimization applies rules both to the pre-merger
lattice point pairs and to the post-merger lattice points, in the
union rule. One of the lattices of the union is �rst determined
to be a subset of the other, and its location in the lattice point
pairs is the subset side. Pre-merger, the optimization moves the
segments with the locate capability of every lattice point on the
subset side to the locators set. Post-merger, it remove all lattices
whose iterators are all subsets of the iterators of a prior lattice
point. For example, if the top lattice point has a full iterator, then
we remove all iterators that do not have this lattice point.

iterate over b locate from c

b c

b | c

;

b

Figure 3-34: Venn diagram that shows
the subset optimization applied to b [ c

where b ◆ c and c supports locate. In-
stead of coiterating over b and c , we it-
erate over b and locate from c to deter-
mine the region of the coordinate.
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Figure 3-32: The iteration lattice union rule constructs a lattice from the union of the Cartesian product of the lattice points of
the operands, merging the resulting lattice point pairs, and the lattice points of each operand.

Subset optimization The subset optimization takes advantage of the
fact that the union of a subset and a superset is fully contained in
the superset. It is therefore su�cient to iterate over the superset
to cover the entire union, provided the subset supports locate to
query what region each coordinate lays in (Figure 3-34).

The subset optimization applies rules both to the pre-merger
lattice point pairs and to the post-merger lattice points, in the
union rule. One of the lattices of the union is �rst determined
to be a subset of the other, and its location in the lattice point
pairs is the subset side. Pre-merger, the optimization moves the
segments with the locate capability of every lattice point on the
subset side to the locators set. Post-merger, it remove all lattices
whose iterators are all subsets of the iterators of a prior lattice
point. For example, if the top lattice point has a full iterator, then
we remove all iterators that do not have this lattice point.
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Figure 3-34: Venn diagram that shows
the subset optimization applied to b [ c

where b ◆ c and c supports locate. In-
stead of coiterating over b and c , we it-
erate over b and locate from c to deter-
mine the region of the coordinate.
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Figure 3-32: The iteration lattice union rule constructs a lattice from the union of the Cartesian product of the lattice points of
the operands, merging the resulting lattice point pairs, and the lattice points of each operand.

Subset optimization The subset optimization takes advantage of the
fact that the union of a subset and a superset is fully contained in
the superset. It is therefore su�cient to iterate over the superset
to cover the entire union, provided the subset supports locate to
query what region each coordinate lays in (Figure 3-34).

The subset optimization applies rules both to the pre-merger
lattice point pairs and to the post-merger lattice points, in the
union rule. One of the lattices of the union is �rst determined
to be a subset of the other, and its location in the lattice point
pairs is the subset side. Pre-merger, the optimization moves the
segments with the locate capability of every lattice point on the
subset side to the locators set. Post-merger, it remove all lattices
whose iterators are all subsets of the iterators of a prior lattice
point. For example, if the top lattice point has a full iterator, then
we remove all iterators that do not have this lattice point.
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Figure 3-34: Venn diagram that shows
the subset optimization applied to b [ c

where b ◆ c and c supports locate. In-
stead of coiterating over b and c , we it-
erate over b and locate from c to deter-
mine the region of the coordinate.
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The union of two lattices is computed by first merging the lattice point pairs in 
the Cartesian combination of their lattice points. The union of the lattices is then 

the union of the result and the two initial lattices.
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Iteration lattice optimization example

Intersection Optimization

When intersecting two lattices, move the operands with the locate capability 
from one side of the intersection from the iterators to the locators set.

If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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Figure 3-29: The iteration lattices of a
segment expression, that supports an it-
erator capability (left) and that instead
only supports locate (right).
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Figure 3-30: The iteration lattice of a di-
mension expression.

Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.

iterate over b locate from c

b c

b | c

;

b

Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.

iterate over b locate from c

b c

b | c

;

b

Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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Figure 3-30: The iteration lattice of a di-
mension expression.

Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.
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Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.
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If the level type does not support an iterator capability but in-
stead supports locate, then the rule returns a lattice with a single
non-bottom lattice point, the iterators set of which contains the
dimension of the segment and locators set contains the segment
(Figure 3-29).
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Dimension rule The dimension rule returns a lattice point with a
single non-bottom lattice point whose iterators set contains the
dimension and locators set is empty (Figure 3-30).

Intersection rule The intersection rule combines the lattices of its
operands to produce a new lattice that describes iteration over
the intersection of the operand iteration domains (Figure 3-31).
To intersect two lattices, we �rst take the Cartesian product of
their lattice points, which produces a set of ordered lattice point
pairs. Next, wemerge the lattice points in each pair: the union of
the iterators and the union of the locators become the iterators
and locators of the merged point. If there are multiple iterators
in the merged iterators set and at least one of them is unordered,
then we insert a dimension into the iterators set and move the
unordered iterators to the locators set. Finally, we remove dupli-
cates from the merged lattice points to produce the set of lattice
points of the resulting lattice.

Union rule The union rule combines the lattices of its operands to
produce a new lattice that describes iteration over the union of
the operand iteration domains (Figure 3-32). To union two lat-
tices, we �rst apply the intersection rule to produce an intersec-
tion lattice. We then take the union of the lattice points of the
intersection lattice and the two operand lattices to produce the
lattice points of the resulting lattice.
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Figure 3-33: Venn diagram that shows
the intersection optimization applied to
b \ c where c supports locate. Instead
of coiterating over b and c , we iterate
over b and locate from c to determine if
a coordinate is in the intersection.

The four rules above produce correct iteration lattices; however,
we can apply two optimizations during construction to produce lat-
tices that coiterate over fewer segments:

Intersection optimization The intersection optimization takes ad-
vantage of the fact that the intersection of two sets is fully con-
tained in either set. It is therefore su�cient to iterate over one
of them to cover the entire intersection, provided there is a way
to query whether coordinates exist in the other set and therefore
is in the intersection (Figure 3-33).

The intersection optimization applied to the pre-merger lattice
point pairs in the intersection rule, except when it is used to con-
struct an initial lattice in the union rule. One of the locations in
the pairs is chosen as the query side.23 For each lattice point on 23 We can chose either side as the query

side, but a reasonable heuristic is to se-
lect the side with more segments that
can be moved to the locate set.

the query side, we then move segments with the locate capabil-
ity to the locators set.

55

→


